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Challenges

Data
—  Rich and massive data, spatially distributed.
—  Data streaming and aging.
- Uncertainty, noise, erroneous data, outliers.
—  Semantic data.
Query:
- Uncoordinated, concurrent queries
—  Query variability: data-centric query, geographical query, real-
time query, query about history, prediction about the future
—  Query interface
In-network processing, storage and delivery
- Push the intelligence into the network.
—  Where and how is the data stored?

- How is a query delivered to sensor nodes and how is data
collected?

Limited resources, link dynamics, fault tolerance.
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| mportant issues

* In-network aggregation

* In-network Storage

* Multi-dimensional query

« Data-centric query

* Model-based query

* Proactive state and reactive query

« Data privacy, fault tolerance and security
« Approximation and randomization

« Sensor tasking and control
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In-network data aggregation

Communication is expensive, bandwidth is
precious.

—  Transmitting 1 bit is 1000 times more energy-consuming
than executing a single instruction.

—  “In-network processing”: process raw data before transmit.
Individual sensor readings may not hold much
value.

— Inherently unreliable, outlier readings.

—  Users are often interested in the hidden patterns or the
global picture.

—  Spatial data-mining.
Data compression and aggregation.
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Distributed In-network Storage

« Collectively, sensornets have large amounts of in-
network storage

* Good for in-network consumption or caching

* Challenges
Distributed indexing for fast query dissemination

Explore locality. Where the data is stored is closely related
with the communication cost of data retrieval.

Resilience to node or link failures

Graceful adaptation to data skews

Alleviate the hot spot problem created by popular data
Minimizing index insertion/maintenance cost
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Multi-dimensional query

Geographical range: query the sensors in a disk
centered at o with radius r.

Attributes range: sensors with temperature above
80F.

Time series query: find the data within a time period.
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Data management spectrum

Local Storage and
Flooding or Geography-based
Query Processing

Local Storage and
Distributed Index

Distributed Storage and
n Distributed Index

Centralized Storage
and Querying
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Proactive state and reactive query

Proactive: maintain a system state that facilitates
future queries.
Maintenance cost.
Data aging.
Reactive: perform query and processing on-demand.
Longer delay.
Resource waste.
Caching
Goal: a comfortable balance point between the
extremes that is adaptive to application requirements.
Query frequency
Data dynamics and aging
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Data-centric query

The user is interested in data with certain attributes
but has no idea where the data is generated or
stored.

Information brokerage scheme that brings interests to
meet information sources.
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M odel-based query

Raw data may
misrepresent the Reaing# 1. Votageand Temperature
physical world.

Sensors sample at
discrete times. Sensors
may be faulty. Packets

may be lost. R R R R
Most sensor data may not )
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attributes of the same Readng#
sensor.
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M odel-based query

Build statistical models  Probabilistic Queries Query Results
on the sensor readings.  'SELECTnodeld, User "1,22397%
. temp *.1°C, conf(.95) 2,26.699% #3
Generates observation  wggs nodem n (1.8)" 520495% 3 »
plan to improve model 4221100% ]I
accuracy.
Answers query results. Query Processor
Pros: Probabilistic Model and Planner

Improves data Observation Plan 11 Data

robustness. *{[voltage,1], *1, voltage = 2.73
i [voltage,2], 2, voltage = 2.65
Explore correlation Ctempeal)® 4 temp=22.1"
Decreases N3
communication cost.
Provide prediction of the
future.
Easier to extract data
abstraction.
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Data privacy, fault tolerance and security

Under what format should data be stored?
What if a sensor die? Can we recover its data?

What information is revealed if a sensor is
compromised?
Adversary injects false reports and false alarms.
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Approximation and randomization

Connection to streaming data model:
— No way to store the raw data.
— Scan the data sequentially.
Maintain sketches of massive amount of data.

One more challenge in sensor network: the
streaming data is spatially distributed and
communication is expensive.

Approximations, sampling, randomization.
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Reasoning and control

Reason from raw sensor readings for high-level
semantic events.
Fire detection.
Events triggered reaction, sensor tasking and control.
Turn on fire alarm. Direct people to closest exits.
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Papers

[Madden02] Samuel R. Madden, Michael J.
Franklin, Joseph M. Hellerstein, and Wei Hong.
TAG: aTiny AGgregation Service for Ad-Hoc

Sensor Networks. OSDI, December 2002.
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Centralized v.s. In-network
aggregation

. Naive approach: centralized aggregation: every sensor
reports its data to a central node which performs aggregation
in the traditional way.

. Users are often more interested in aggregation, the hidden
pattern or trend of the data than individual sensor readings.

. Raw data can be erroneous and approximate aggregates are
sufficient in many situations.

. Communication cost is high. Aggregation (e.g., MAX, AVG)
can have much smaller size than the raw data.

. User queries may be versatile, e.g., SQL type of query.
. Not adaptive to query frequency.
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TinyDB overview

Query Language
—  Declarative, SQL-based
Networking Structure:
—  Tree-based routing
Placement of Aggregation Operators

—  Simple in-network aggregation at tree junctions. Most
intelligence is outside the network

Platform
— Intended for motes

10/20/05 Jie Gao CSE590-fallos

17

TinyDB Architecture
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The next few slides are borrowed from Sam Madden, Wei Hong




Query Language (TinySQL)

[SAMPLE PERIOD <const> | ONCE]
[INTO <buffer>]
[TRIGGER ACTION <command>]
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Comparison with SQL

« Single table in FROM clause

« Only conjunctive comparison predicates in WHERE and
HAVING

* No subqueries
* No column alias in SELECT clause
« Arithmetic expressions limited to column op constant
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TinySQL Examples

P

nodeid, nestNo, light

TinySQL Examples (cont.)

" g #
I ! 0)
76 e
Epoch | region | CNT(...) | AVG(...)
@ # o+ - - o North |3 360
LN o South |3 520
# Iﬂ 1 North |3 370
4566 i 1 South |3 520
76 5.
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sensors 0 1 17 455
light > 400 0 2 25 389
1s
1 1 17 422
1 2 25 405
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Data Model

« Entire sensor network as one single, infinitely-long
logical table: sensors
« Columns consist of all the attributes defined in the
network
« Typical attributes:
— Sensor readings
— Meta-data: node id, location, etc.
— Internal states: routing tree parent, timestamp, queue length, etc.
¢ Nodes return NULL for unknown attributes
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Query over Stored Data

* Named buffers in Flash memory
« Store query results in buffers

* Query over named buffers

« Analogous to materialized views

* Example:
— CREATE BUFFER name SIZE x (fieldl typel, field2 type2, ...)
— SELECT al, a2 FROM sensors SAMPLE PERIOD d INTO name
— SELECT fieldl, field2, ... FROM name SAMPLE PERIOD d
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Event-based Queries

ON event SELECT ...

« Run query only when interesting events
happens

« Event examples

— Button pushed

— Message arrival

— Bird enters nest

< Analogous to triggers but events are user-
defined

TAG: Tiny Aggregation

«  Distribution: aggregate queries are pushed down
the network to construct a spanning tree.

Root broadcasts the query, each node hearing the query
broadcasts.

—  Each node selects a parent. The routing structure is a
spanning tree rooted at the query node.
«  Collection: aggregate values are routed up the tree.

— Internal node aggregates the partial data received from its
subtree.
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TAG example
Query distribution Query collection
v 4
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NS /
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TAG example

MAX AVERAGE
4 4

7N\ BN
/ /

Count: ¢, = Cg+Cy

SN N
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m, = max{me, mg}

Grouping

. GROUP BY: maintain partial state for each group.

. If the storage is used up, then new groups are pushed up the
tree. Final aggregation is performed at the root.

. HAVING clause that constrains the final groups can be
passed along the tree to filter out undesired data.
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Classes of aggregations

«  Duplicate insensitive aggregates are unaffected by
duplicate readings.

—  Examples: MAX, MIN.

«  Exemplary aggregates return one or more
representative values from the set of all values;
summary aggregates compute some properties
over all values.

—  MAX, MIN: exemplary; SUM, AVERAGE: summary.

*  Monotonic aggregates: when two partial records s,
and s, are combined to s, either e(s) 2 max{e(s,),
e(s,)} or e(s) £ minfe(s,), e(s,)}-

—  Examples: MAX, MIN.
—  Certain predicates (such as HAVING) can be applied early
in the network to reduce the communication cost.
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Classes of aggregations

« Partial state of the aggregates:

— Distributive: the partial state is simply the aggregate for the
partial data. The size is the same with the size of the final
aggregate. Example: MAX, MIN, SUM

—  Algebraic: partial records are of constant size. Example:
AVERAGE.

—  Holistic: the partial state records are proportional in size to
the partial data. Example: MEDIAN.

—  Unique: partial state is proportional to the number of
distinct values. Example: COUNT DISTINCT.

— Content-sensitive: partial state is proportional to some
(statistical) properties of the data. Example: fixed-size
bucket histogram, wavelet, etc.
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Classes of aggregates

Duplicate | Exemplary, | Monotonic Partial
sensitive | Summary State
MAX, MIN No E Yes Distributive
COUNT, Yes S Yes Distributive
SUM
AVERAGE Yes S No Algebraic
MEDIAN Yes E No Holistic
COUNT No S Yes Unique
DISTINCT
HISTOGRAM Yes S No Content-
sensitive
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Communication cost
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Problem I: median

«  Computing average is simple on an aggregation
tree.

— Each node x stores the average a(x) and the number of
nodes in its subtree n(x).

—  The average of a node x can be computed from its
children u, v. n(x)=n(u)+n(v). a(x)=(a(u)n(u)+a(v)n(v))/n(x).
*  Computing the median with a fixed amount of
message is hard.
—  We do not know the rank of u's median in v's dataset.
—  We resort to approximations.
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Problem Il: Aggregation along a
spanning tree in practice
¢ The impact of link dynamics on aggregation tree.

« If alink fails, the data from the entire subtree is lost.
—  Wrong aggregated value;
— Inconsistency.
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Problem Il: Aggregation along a
spanning tree in practice
¢ Solution: use multi-path

routing (e.g., DAG) to +
improve robustness under

link dynamics. / \

«  Butif both paths succeed,
the the same data is

received twice! \ /

¢ Thisis ok for some

aggregation such as MAX,
MIN. / \

¢ How about Count, SUM?
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