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Abstract— In a sensor network information from multiple
nodes must usually be aggregated in order to accomplish a certain
task. A natural way to view this information gathering is in terms
of interactions between nodes that areproducers of information,
e.g., those that have collected data, detected events, etc., and
nodes that areconsumers of information, i.e., nodes that seek data
of certain types. Our overall goal in this paper is to construct
efficient schemes allowing consumer and producer nodes to
discover each other so that the desired information can be sent
quickly to those who seek it. Here, efficiency is an issue for both
the producers (limiting the redundancy of where information is
stored) as well as the consumers (keeping the query time low). We
introduce the notion of distance-sensitive information brokerage
and provide schemes for efficiently bringing together information
producers and consumers at a cost proportional to the separation
between them—even though the consumers do not know the
locations of the producers they seek. Our algorithms rely purely
on the communication topology of the sensor network and do
not require any geographic location information. In the process
we introduce a new routing scheme that is of interest in its own
right because it provides constant-factor approximations to the
optimal paths. We give theoretical proofs of the efficiency of our
scheme, as well as experimental results that further demonstrate
its performance and suggest its practicality even for large scale
sensor networks.

I. I NTRODUCTION

Early sensor networks were primarily data acquisition sys-
tems, where the information collected by the sensor nodes was
to be aggregated and routed to a central base station. Newer
generations of sensor networks, however, act more as peer-
to-peer systems, where arbitrary nodes in the network may
wish to collect information about measurements and events
elsewhere in the network. Furthermore, the information needed
may be quite specific, with only a very small amount of sensor
data being relevant for any particular query. This peer-to-peer
view is necessitated as sensor networks expand to serve multi-
ple, geographically dispersed users, as more powerful mobile
nodes move through a static sensor network and use it as a
communications backbone to issue queries and collect data,
or even in processing complex queries, where sensor nodes
may find it necessary to issue sub-queries themselves. The
basic problem this creates is that ofinformation brokerage:
how producersof information, e.g., nodes that have collected
data, detected events, etc., andconsumersof information, i.e.,
nodes that seek data of certain types, can find out about each
other and exchange the desired information.

Information brokerage is closely coupled to node naming
and routing: even if we know the exact location of the
information we want in the network, we still need to discover
a good path over which to retrieve it. As sensor networks
scale to larger sizes, the issue ofinformation localitybecomes
more important. It is natural to expect that a consumer node
seeking certain types of data will be more interested in the
availability of such data collected near its current location.
This is because such data can be expected to be available
at lower communication cost/delay, but also because in al-
most all sensor network applications local information has
higher value and relevance to the task at hand than remote
information. The main problem studied in this paper is what
we calldistance-sensitive information brokerage—information
brokerage where the cost for a consumer node to discover
a certain piece of relevant information is proportional to the
network distance to where that information was collected. We
want to have this property even though neither the consumer
node, nor the producer node involved in the information ex-
change, know directly anything about the location of the other
node in the network. Current common information brokerage
schemesdo not have this property. Directed diffusion [13]
performs flooding and thus in a 2-D network will visitO(d2)
nodes to reach a distanced from a consumer (sink), while
geographic hash tables (GHT) [24] may hash the information
quite far away from a nearby producer-consumer pair. Further
comparisons appear in the related work section.

We propose a scheme for accomplishing this distance-
sensitive information brokerage based on a landmark-based
hierarchical clustering of the network that is extended with
certain ‘sideways’ links. A byproduct of this clustering isa
hierarchical node naming scheme that is of interest in its own
right. For a network ofn nodes, we are able to keep routing
information of sizeO(log n) per node so that we can do
point-to-point routing in the network using our hierarchical
names. Furthermore, we can guarantee both message delivery
anddistance-sensitivity: we always find a path, and the length
of that path is provably to within a small constant factor of
the true shortest path in the network (in our experiments the
actual ratio is very close to 1).

Although cluster hierarchies have been used many times in
network problems (think TCP/IP) and go back for decades, the
one presented in this paper has a number of unique properties
that make it appealing. First of all the hierarchy is built using



only connectivity information among the nodes; we do not
assume that nodes know their geographic coordinates (as is
the case in GHTs)—so it is not a spatial hierarchy. Each node
effectively names itself based on its network neighborhood,
in a multiresolution fashion. Second, we are not aware of
any previous work that can guarantee constant-factor approx-
imation in the quality of the hierarchy routing paths. The
main innovation that makes this possible in our case are the
sideways links mentioned above—these bypass the problem
that in any hierarchy pairs of nodes separated by the top level
cuts can be near in the network graph sense but far in terms
of the hierarchy. Finally, even though a hierarchy is involved,
our routing and brokerage scheme is quite load-balanced and
robust. With networks consisting of small untethered nodes,
such as sensor networks, power conservation is always an
issue. In such settings, hierarchies are always suspect, because
it is natural to expect that nodes higher up in the hierarchy
will carry a disproportional amount of the system load. Though
the names are hierarchical, the way information storage and
routing work in our system prevents load imbalance from
occurring—a landmark node high in the hierarchy is used as
a shared way point only when we are sufficiently far from
it. For the same reason, the failure of a node high up in the
hierarchy does not affect many more paths compared to the
failure of a node in a much lower level. In fact, our routing
scheme allows a packet that gets stuck temporarily due to node
or link failure to recover and be routed towards its destination
following only local rules—this provides for good robustness
and performance in case of network volatility.

In all producer-consumer brokerage schemes there is a
trade-off between the time and space cost of information
diffusion when producer nodes record new data and have new
detections, vs. the query time cost that consumer nodes have
to pay to discover this information. In this work we try to
minimize the amount of work/storage that producers have to
invest so that they can be discovered within a consumers’
budget—that is so as to meet thedistance-sensitive informa-
tion brokeragecondition. We focus on the static case typical
for sensor networks where nodes do not move during the
lifetime of the network, though links may fail or nodes may
die; furthermore we assume that only a small fraction of the
network nodes have information to be made available to the
network (corresponding to sightings/measurements of rather
exceptional events).

Related Work

Hierarchies for addressing and routing within networks
have been used for a long time and form of course the
basis of the standard TCP/IP protocols. The basic idea is
to define a tree-like hierarchy of clusters based on the inter-
node distances in the network. Then this tree structure is used
to derive unique addresses for all nodes, and local routing
schemes can be based on these coordinates. Many previous
hierarchical approaches have designated nodes asgateways
to route between clusters [2], [22], causing unbalanced node
traffic, as well as making routing sensitive to node failures.

There is also an inherent problem with such approaches as
the resulting paths might be arbitrarily longer than the shortest
paths, if two nearby nodes are put into different clusters ata
high level in the cluster hierarchy (see Figure 2). Solutions
have been proposed to overcome this problem by introducing
cross-branch links in the clustering hierarchy (e.g. [28]), but
still no rigorous theoretical analysis proving that the resulting
paths are almost optimal has been conducted.

Due to these shortcomings and the fact that some prepa-
ration or initialization of the network is necessary to allow
for addresses and routing information to be established, other
routing schemes have been proposed. We give a brief review
here; see [30] for a more detailed survey. Popular examples are
so-called geographic routing schemes ([3], [14], [15]), which
provide local rules based on the geographic position of the
network nodes to forward messages towards their target. These
schemes have problems in the presence of holes since in such
cases, packets might get stuck in local minima of the distance
function to the target. Schemes like GPSR ([14]) or the one
proposed by Bose et al [3] have been developed to alleviate
these problems, and indeed they can guarantee delivery of the
packets by performing a perimeter routing step around network
holes, after an appropriate planarization of the network graph.
Still, the paths might be considerably worse than the true
shortest paths. In particular, Kuhn et al in [16] show that ifthe
shortest path has distanced, anygeographic routing algorithm
might produce a path of lengthΩ(d2). Furthermore, in many
situations, it is challenging to obtain geographic coordinates.
Various approaches have been developed for cases in which
either a few nodes [26] or no nodes [5], [21], [23] are aware
of the geographic positions. However, a robust routing scheme
with guaranteed performance for arbitrary underlying topology
is still missing.

At the same time, in the past few years, sensor networks
have started to serve more as information processing mech-
anisms instead of simply as data collection tools [6], [13],
[17], [25], [31], requiring more sophisticated operations, such
as data aggregation and range queries. From this point of
view, the location of the sensor that owns information becomes
less important than the information itself. This explains the
rise of variousdata-centricinformation storage and retrieval
schemes [27]. A representative is the Geographic Hashing
Table (GHT) approach [24], where each typeσ of information
(like the measured occurrence of substance A) is mapped
to a specific nodev by using a geographic hash function
which depends only on the information typeσ (substance
A) and is commonly known to every node in the network.
Upon detection of A, a producer will then send a message
to nodev, indicating its possession of some data of typeσ.
Any consumer can then obtain these data by first visitingv
to find out who owns it and then retrieving the information
from the owner (many variations are possible). This nodev,
however, might be far away from both the producer and the
consumer even when the producer and the consumer are very
close in the network. The problem can be partly alleviated
in the GLS [18] approach (originally proposed for providing



location services on mobile nodes), where a producer performs
an information diffusion process by sending a message to a
list of server nodes determined by its location and the type
of information. A consumer can then retrieve this information
in time proportional to the distance to the producerin the
underlying hierarchy, which in the case of GLS is a positional
quad-tree. But since—as in the case of hierarchy-based routing
strategies—nearby nodes might be far away in the hierar-
chy, the consumer still does not experience distance-sensitive
query times. Furthermore this assumes the availability of
geographic location information and an auxiliary ID server
structure that has to be precomputed to allow for information
brokerage1. There are also several other approaches focusing
on data aggregation, multi-resolutional storage, or database-
like queries [10], [8], [19]. They all suffer from the above two
problems, however.

A recent study [4] has analyzed GLS, GHT, and other
protocols for their performance when employed aslocation
servicesin mobile ad hoc networks; it shows that GLS exhibits
a rather large overhead induced by the hierarchy involved,
especially in highly volatile network environments even for
networks of moderate size. We want to emphasize that the
scenario we are considering is quite different: we assume a
static network of sensor nodes which do not move, although
nodes or links may die; we also assume that relatively few
nodes (producers) have information to be made available
to the network (corresponding to sightings/measurements of
rather exceptional events). This is in contrast to the hierarchy
use as location service, where essentiallyevery node in the
network has information (namely its location) to distribute in
the network.

In very recent work submitted to this conference [1], an
approach combining Geographic Hash Tables with landmark-
based routing via the GLIDER [5] scheme has been proposed.
Different from our method, their solution is based on a two-
level decomposition of the network and does not provide
guarantees for storage or query times. Whether our hierarchical
method or their approach based is more suitable depends
on the topology of the communication graph as well as the
structure and statistics of data collection operations vs.queries.

Distance-Sensitive Information Brokerage

In this paper we develop an augmented hierarchical de-
composition scheme for routing and information brokerage
based simply on the topology of the communication graph.
While similar routing hierarchies have been around for many
years, this paper is the first to give provable guarantees on
not only the reachability, but also the quality of the produced
paths—as well as good estimates on the storage requirements
in the network to support the routing scheme. In particular,
we prove that the point-to-point routing path produced by

1We remark that the original GLS paper did not directly addressthe
information brokerage application, but their approach could be extended to
do so; the ID service presented in their paper, which provides a mapping of
unique node IDs to geographic coordinates, can be seen as a special case of
information brokerage whereσ is simply the node ID.
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Fig. 1: Information about the interior of the shaded disk can be
gathered by inspecting only8 nodes (a number proportional to the
radius of the disk) instead of all38 nodes contained in the disk.

our scheme is always within a small constant factor of the
shortest hop distance between the source and the destination
(i.e., it isdistance-sensitive). Our routing scheme requires only
O(log n) bits per node to store auxiliary routing information.
Furthermore it performs gracefully against failure of a limited
number of network nodes, due to the absence of any backbone
or hub structure. The techniques we use to provide guaranteed-
quality paths as well as stability against network failuresare
fairly general and can also be applied to other hierarchical
decompositions provided certain natural conditions are satis-
fied. In particular, existing decompositions like [2], [22]can
be augmented using our techniques.

The information brokerage scheme is built on top of the
above routing structure at no extra overhead. To our knowl-
edge, just as for routing, it is also the first approach that
works for arbitrary communication graphs and also provides
theoretical performance guarantees in terms of effort required
both on the producer and consumer sides. In particular, after
the producer stores references to its data at a small number
of nodes (in a multi-resolution manner), any consumer can re-
trieve the information in a distance-sensitive way. Furthermore,
by visiting only O(d) nodes, the consumer can collect all
occurrences of a particular type of data within a neighborhood
of radius d (Figure 1). This kind ofrange query2 can be
useful for implementing efficient in-network processing and
data aggregation. We are not aware of any other scheme
that efficiently support this type of query. Similar to the
routing scheme, our information brokerage benefits from the
topology-based hierarchical decomposition and the absence
of any backbone or hub structure, thus exhibiting balanced
information diffusion and robustness against node failures.

We would like to emphasize again that even though a
hierarchy is used in our approach, nodes high up in the
hierarchy do not get any additional load comparing to nodes in
much lower levels. During routing, nodes in the hierarchy act
as landmarks toward which packets are forwarded, but they

2We want to note that we use the termrange querydifferently here from
work like [8], [19], where the ‘range’ refers to a range in data space and not
in the space of sensor locations.



only stay as landmarks when the packets are still far away
from them, so a breakdown of a node in some sensedoes not
hinder its function as a landmark. Just like any other nodes,
the failure of a node in high level of a hierarchy only has local
effect on the routing and information brokerage capabilities of
the sensor network.

All our theoretical results are backed by an experimental
evaluation which indicates that the practical performanceof
our proposed schemes is significantly better than their theo-
retical guarantees.

Outline

The paper is organized as follows. We introduce the notion
of a hierarchical decomposition as a generic hierarchical frame
work for organizing a sensor network in Section II. We
then propose an efficient and robust routing scheme, and an
information brokerage system with guaranteed performance
under the hierarchical decomposition framework in SectionIII.
The performance of our routing and information brokerage
system is experimentally evaluated in Section IV by extensive
simulations. Finally, we conclude and discuss possible exten-
sions to our scheme in Section V.

II. H IERARCHICAL DECOMPOSITIONS ANDDISCRETE

CENTER HIERARCHIES

In this section, we introduce the notion of ahierarchical
decomposition(HD) constructed on an arbitrary sensor net-
work in which geographic coordinates of the nodes may not
be available. As it becomes clear later, a HD captures all
the necessary properties we need for routing and information
brokerage. We then describe how to construct the HD we use
in this paper efficiently and distributedly on an arbitrary sensor
network given only its connectivity graph. The construction
uses the discrete center hierarchy from [9].

A. Hierarchical Decompositions of Graphs

In the following we consider an undirected, weighted,
connected graph ofn nodes with node distances induced by the
shortest path metric. We call a treeH of heighth a hierarchical
decomposition (HD) ofS if

• each nodec ∈ H is associated with a set of nodesSc ⊆ S
(cluster),

• for the root r ∈ H (which is at levelh − 1) we have
Sr = S,

• all leaves ofH have the same level0,
• for any nodec ∈ H at levelk, we have that the clusterSc

associated withc has diameter less thanα · 2k for some
constantα,

• if c ∈ H has childrenc1 . . . cl, we haveSc =
⊎

Sci

In case of an unweighted graph (i.e. edge weights are all1),
the diameter of a connectedn-node graph is at mostn, and one
can construct a hierarchical decomposition of height at most
h = 1 + ⌈log n⌉ ≤ 2 + log n. The following discussion will
mainly focus on that case. We also remark that the constraintof
all leaves being at the same level0 is not mandatory and could
be removed, but we make this assumption for simplicity of the

presentation and also because the hierarchical decomposition
we are going to use will have this property.

B. The Discrete Center Hierarchy

When the location of each node in a sensor network is
known, a quadtree based on geometric location of the nodes,
as used in GLS [18], gives a hierarchical decomposition. Each
cluster in the decomposition is the set of nodes in some square
tile of the quadtree.

We are interested in a hierarchical decomposition of a sensor
network in which no geometric information is available. Given
only the connectivity of the nodes in a sensor network, we
borrow the concept of discrete center hierarchy (DCH) from
[9] and [7] to get a hierarchical decomposition. For a set of
nodesR, a set ofdiscrete centerswith radius r from R is
defined as a setR′ ⊂ R such that the hop distance between
any pairs of nodes inR′ is more thanr and any nodes inR
is within r hops from some node inR′. Intuitively, the set
of discrete centers is a good sampling of the original set at a
certain scale. For any given nodex in R, there may be more
than one node inR′ that coversx. We select arbitrarily one
nodex′ among those and callx′ theparentof x andx a child
of x′.

Given a sensor networkS, we construct the levels
S0, S1, · · · as following. SetS0 = S, and for eachi > 0,
let Si be a set of discrete centers ofSi−1 with radius2i, see
Figure 2. Note that once|Si| = 1 then |Sj | = 1 for all j ≥ i,
so we can stop the construction as soon as we encounter a
level with only one node in it. Note also that if a node is in
some levelSi then it is also in all levelsSj where0 ≤ j ≤ i.
To avoid ambiguity, we call a node acenterwhen referring to
it as a node in some specific level.

The parent-child relationship of the discrete centers induces
a tree structure in the set of centers∪0≤i<hSi. We call this
tree adiscrete center hierarchy(DCH) of the sensor field. We
also callSi where0 ≤ i < h the levels of the DCH.

Let s be a center inSi. As all children ofs in Si−1 are
within a hop distance of at most2i from s, it is easy to see
that all descendant ofs are within at most2i+1 hops froms.
Thus,

Lemma 1 The descendants of a center in leveli form a
cluster of diameter2i+2.

Corollary 1 A DCH of a sensor network is a HD in which
each cluster in the decomposition is the set of descendants of
some center in the DCH.

C. Construction of the DCH

The DCH can be constructed in a bottom-up manner. We
assume that each node in the sensor network has a unique
ID. During the construction, each node maintains the highest
level in which it participates, and a routing table to help with
the routing during the construction. Each node initially has an
empty routing table and has the highest level of 0.
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Fig. 2: A DCH on a sensor network and the naming of network nodes
using that DCH.

The DCH is constructed in rounds. In roundi, suppose that
Si has already been constructed, and we wish to compute level
Si+1. We let each node inSi to do a restricted flooding,
sending out its ID and its highest level to all nodes within
2i+1 hops from it. During the flooding, each node in the sensor
network records to its routing table the IDs it receives together
with the hop distances from the nodes with those IDs. Once
the flooding is done, each node in the sensor network discovers
all nodes inSi that are within2i+1 hops from it, and it can
route messages to those nodes using routing tables stored in
the network. The nodes inSi can then employ some leader
selection algorithm [20], [29] to select a maximal subsetSi+1

of Si that are at least2i+1 hops away from each other.
For all practical sensor networks, the hop distance function

between the nodes is a metric with small (bounded) doubling
dimension [11]. For such networks, as the nodes inSi are at
least2i hops away from each other, each node in the sensor
field is within 2i+1 hops from only a small constant number
of nodes inSi. The cost (per node in the sensor network) of
flooding and selecting nodes inSi+1 is thus constant. Given
that there are only at mostlog n+2 levels in a sensor network,
the cost per node of the DCH construction is only a constant
multiple of log n. Experiment results show that the constants
involved are quite small.

III. ROUTING AND INFORMATION BROKERAGE

Given a hierarchical decomposition of the communication
graph, we show that we can use it for efficient routing,

yielding paths that are guaranteed to be within a constant factor
of the shortest paths, and for distance sensitive information
brokerage.

A. Routing Using Hierarchical Decompositions

In the following we will provide a routing scheme based on
a hierarchical decompositionH of a communication graph.
Important properties which we want to ensure are:

• scalability: the routing information that an individual
node of the network has to store should be small com-
pared to the network size; furthermore the load on the
nodes should be distributed in a balanced fashion, so we
disallow dedicated hub nodes or backbones

• efficiency: the path generated by our routing scheme
between nodesv andw should be only a constant factor
worse than the optimal shortest path in the communica-
tion network

• robustness: the impact of nodes or links failing should
be limited and local. In particular, packets that get tem-
porarily stuck due to node or link failures should be able
to recover using local rules.

The scheme we provide will ensure these three properties.
In particular, each node will need to store onlyO(log n)
items of information locally and paths generated are at most
4 times longer than the optimal shortest paths in the network.
Note that the quality of the paths is much better in our
experimental evaluation than these theoretical bounds indicate:
most paths generated are only slightly longer than the shortest
path possible.

1) An addressing scheme:Let ∆max be the maximum
degree ofH. We number the childrenc1, . . . co with o ≤ ∆max

of a nodec arbitrarily, and define the following addresses for
the nodes of the tree:

• the root r has as address theh-dimensional vector
f(r) := (1, 0, 0, . . . , 0) (rememberh is the height ofH)

• a nodec′ ∈ H at levelk which is childci of parentc is
assigned the addressf(c′) := f(c)+i ·eh−k, whereeh−k

is theh-dimensional unit vector with a1 at the(h−k)-th
position

Essentially this constructs an IP-type address for each node
of the tree and hence also for each cluster in the hierarchi-
cal decomposition, see Figure 2. The entries in the vector
are bounded by the maximum number of children—a small
number in general.

2) Connecting levels and efficient routing:Let us now
extend the addressing scheme to an efficient routing protocol.
For that we need the notion ofneighboring clustersof a node:

Definition 1 A cluster L at level k is called a neighboring
cluster of a nodev if there exists a nodeq ∈ L such that
d(v, q) ≤ α · 2k+1.

A nodev maintainsh lists of neighboringclusters, one for
each level in the hierarchy. The number of neighbors typically
is larger than the number∆max in the decomposition tree,
but in ‘well-behaved’ decompositions, we expect this number



to be small. In particular, when the hop distance between the
nodes is a metric with bounded doubling dimension [11] and
a DCH is used as a hierarchical decomposition, the number
of neighbors is a constant.

For each of the neighboring clusters,v stores its address as
well as the minimum distance to the boundary (nearest node)
of the respective cluster. So ifλmax denotes the maximum
number of neighbors a node might have in a level, each node
v has to store an address and distance to at mosth · λmax

clusters. If the underlying communication graph is a unit-disk
graph, we haveh = O(log n) and for constantλmax, every
node has to store information aboutO(log n) clusters.

How can some nodev use this information to route a mes-
sage to nodew? Nodev inspects its lists of neighboring clus-
ters by increasing level. Remember that the address of a cluster
at level i has the first(h − i) entries non-zero and the lasti
entries set to0. Let k be the level where the non-zero prefix
of one of the neighboring clusters inv’s list is also a prefix of
the target address. That is, we have a neighboring clusterC

(k)
N

at levelk with addressf(C
(k)
N ) = (a1, a2, . . . , ah−k, 0, . . . , 0)

and f(w) = (a1, a2, . . . , ah−k, ah−k+1, . . . ah). Let C(k) be
the cluster at levelk that containsv. Nodev now sends the
message together with the target address towards the boundary
of C

(k)
N . This can be done greedily by always choosing an

adjacent node that is closer toC(k)
N , since all nodes inC(k)

(and possibly other clusters on the way toC
(k)
N ) have stored

this information. Since there are typically several neighbors
that are closer to the target cluster, this provides for anatural
robustnessagainst node or link failures. And even if none
of the immediate neighbors is closer to the target cluster, in-
specting a slightly largerlocal neighborhood most of the time
results in a successful forwarding of the message towards the
target cluster. Letv′ be the first node that this route leads to in
clusterC(k)

N . We have thatf(v′) = (a1, a2, . . . , ak, ak+1, . . . ),
that is f(v′) and f(w) agree now in at least the firstk + 1
entries. Then recursively, using the same rules, inspecting v′’s
list etc., the message is sent further towards the destination
w. We claim that the length of the path when the message
arrives at the smallest cluster containingw is at most a constant
times longer than the optimal, shortest path fromv to w in
the communication graph. If our hierarchical decomposition
has singleton clusters associated with the leaves, this implies
a complete path fromv to w which is a constant factor
approximation of the shortest path.

Lemma 2 Let v, w be two nodes in the network. Then the
path generated by the above routing scheme fromv to the
cluster of lowest level containingw has length at most4 ·dvw

wheredvw denotes the shortest path distance betweenv and
w in the communication graph.

Proof: Let µvw denote the length of the generated path
from v to the smallest cluster containingw. We now show
µvw ≤ 4 · dvw. Assume nodev has identified a neighboring
cluster C

(k)
N at the lowest levelk. Since C

(k−1)
N is not

neighboring cluster ofv, we have thatdvw > α · 2k. If we

have stored minimum distances to neighboring clusters, the
first leg of the generated path which forwards the message
to the boundary of the neighboring clusterC

(k)
N has length at

mostα · 2k+1 ≤ 2 · dvw. Observe that for the following legs,
the level in which a matching neighboring cluster is found
is strictly decreasing. Hence the sum of the lengths of the
following legs decreases always by a factor of2. The lemma
follows immediately.

It is instructive to compare our routing scheme that relies
entirely on the connectivity graph structure with schemes that
exploit geographic coordinates. The latter effectively follow
geodesics on the underlying manifold in which the nodes
are embedded. As such, they are less affected by changes in
the graph connectivity. But exactly because of that, they less
aware of the geodesic structure intrinsic to the graph, and can
be significantly suboptimal when the two geodesic structures
differ (as in the presence of large holes in the network).
A blend of the two may be an appropriate topic for future
research.

3) If every bit counts:Assuming that the maximum number
of neighboring clustersλmax and the maximum number of
children ∆max in the HD is a constant, each node has to
store address and distance ofO(h) clusters. In case of a
communication graph with unit edge weights and singleton
clusters at the leaves,h = Ω(log n) and hence each node has to
storeΩ(log2 n) bits: the address of a cluster hash = Ω(log n)
components and the bit-complexity of the distance value stored
for a neighboring cluster might beΩ(log n) as well.

If every bit of space is relevant, we can do still better. Let
us first consider a more efficient way to store the addresses of
neighboring clusters of a nodev. The key observation here is
the trivial fact that if at levelk − 1 some clusterC(k−1)

N is a
neighbor ofv, then in levelk its parentp(C

(k−1)
N ) is also a

neighbor. That means if a node has already stored the address
of p(C

(k−1)
N ) it can store the neighborC(k−1)

N at levelk − 1
at additional cost of onlylog ∆max bits. Hence for constant
λmax,∆max, the addresses of all neighbors at all levels can
be stored usingO(log n) bits. The need forΩ(log n) bits
per distance value per neighbor can easily be reduced to a
constant by just rememberingone edgeto an adjacent node
in the communication graph that is closer to the neighboring
cluster instead of the actual distance.

Corollary 2 The routing scheme can be implemented by stor-
ing O(log n) bits per node in the network.

Finally, we remark that the above addressing scheme as well
as the neighboring information can be computed by restricted
flooding (similar to the one in the DCH construction) during
the initialization stage. It only increases the construction cost
slightly over that of DCH’s. We also emphasize that the
discrete centers do not form any backbone structure during the
routing process: once the addresses are assigned, they behaved
just like any other node in the network. Therefore high-level
discrete centers do not bear more traffic load than low-level
ones during routing.



B. Efficient Information Brokerage using Hierarchical Decom-
positions

Given some fixed HDH, we now show how to achieve
efficient distance-sensitive information brokerage basedon the
routing scheme described above. LetΣ = {σ1, σ2, . . . , σm}
denote the discrete set of all data items possibly produced
or queried in the sensor net. Some properties of a desirable
information brokerage system include:

• load balance:no node should have the burden of provid-
ing lookup-information for many different types of data
items;

• efficiency: references to a certain type of data should be
stored at only a small number of nodes, and the time
required for a nodew to access data produced by nodeu
should be proportional to the distance betweenu andw.

• robustness:failure of nodes or links should only increase
the time to store or retrieve a certain data item, but not
make storage/retrieval impossible.

Our information brokerage system exploits the routing struc-
ture described above and reasonably meets these desiderata.

First assume that we have a hashing functionµ : Σ×HD →
S, such that given any data itemσ ∈ Σ and a clusterL ∈ HD,
we can compute a unique sensor nodeµ(σ,L) ∈ S within
this cluster. Furthermore,µ(σ,L) can be accessed from any
node in clusterL (of diameterD) within 2D hops using only
current routing structure (we will describe one such function
at the end of this section). We callµ(σ,L) the information
serverof data itemσ in clusterL. Our information brokerage
system relies on collecting and distributing some synopsesof
data items to a small set of information servers.

1) Information diffusion:Suppose a node (producer)u has
data itemσ ∈ Σ. Recall thatu is contained inh clusters
of the tree H (i.e., its ancestors), one in each level. Let
L(u, d) be the cluster containingu at leveld, andL1

d, . . . , L
l
d

the neighboring clusters ofL(u, d). The produceru sends a
message (containing its own address and some synopses of
σ) to the information serverµ(σ,Lj

d) associated with each of
theseLj

d’s for all 0 ≤ d < h. The process is illustrated in
Figure 3 (a). If the maximum number of neighbors at each
level and the maximum degree ofH are constants, then a
producer will store a synopses ofσ atO(h) = O(log n) nodes.
Since the routing structure already specifies how to access
all these neighboring clusters, no extra per-node storage is
required to implement the diffusion process.

The length of the paths to the information servers de-
creases geometrically with decreasing level in the hierarchy.
Therefore, the total number of hops to send synopses to all
these information servers, i.e., thecommunication costfor
the producer, is dominated by the length of the paths to the
information severs in the highest level of the hierarchy. For
graphs of low doubling dimension (number of neighborsλmax

is small), this cost is in the order of the diameter of the
network. We summarize this in the following Lemma:

Lemma 3 In the above diffusion scheme a producer of some
data itemσ ∈ Σ distributesσ to O(log n) nodes in the network
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Fig. 3: We use a quadtree as the underlying HD in this example. In (a),
empty nodes are information servers at different levels (as indicated
by the number, level 0 neighbors are not indexed) for the producer
(the solid node). One can imagine that the producer will extend a
path to each of these empty dots. In (b), the consumer (solid node)
follows the thick path to query for information. It might stop at any
time along this path, as soon as it locates the information.

at a total cost ofO(D) hops, whereD denotes the diameter
of the network.

2) Information retrieval: When a consumerw wants to
access a particular data itemσ, it will look for it in growing
neighborhoods, namely, in clustersL(w, i)’s in increasing
order of i, whereL(w, i) denotes the ancestor ofw at level
i. More precisely, it starts fromw, and visits information
serversµ(σ,L(w, 1)), µ(σ,L(w, 2)), . . ., in sequential order
to check whether the data itemσ is there. See Figure 3 (b)
for an illustration. Note that unlike the producer, which sent
out messages in different branches to various information
servers, the consumer will only follow one path, and return
immediately when as soon as it finds the information sought.

The following lemma guarantees the distance sensitivity of
our method.

Lemma 4 If node w wants to retrieve the data itemσ ∈ Σ
associated with nodeu, this request can be completed in
O(duw) time steps, whereduw denotes the distance between
u and w.

Proof: Let d be the lowest level thatL(w, d) is a
neighborof u, whereL(v, i) is the ancestor cluster of sensor
node v at level i. Since L(w, d − 1) is not a neighbor of
u, duw > α · 2d. It follows that during the information
diffusion process, the produceru must have sent a message to
nodeµ(σ,L(w, d)) in clusterL(w, d). Since nodew inspects
clustersL(w, i) in increasing order of leveli, it will visit
at mostd levels before it reaches the nodeµ(σ,L(w, d)). In
Section III-B.4, we will show thatµ(σ,L) can be accessed
from any point in clusterL at level i in at mostα · 2i+1

number of hops. Therefore, the overall number of time steps
it takes to reachµ(σ,L(w, d)) from w is

d∑

i=0

α · 2i+1 ≤ α · 2d+2 ≤ 4 × duw,

We would like to emphasize that the bound obtained in
practice is lower, very close to1 in most cases.



a) Remark.: It is often the case that when a node
observes an event, nearby nodes also observe the same event.
To prevent multiple hashing for the same data item, each
node can attempt to first retrieve the same item from its local
neighborhood using the information retrieval process. If the
item is not found, it can start the information diffusion process.

3) Approximate range counting and reporting:Let
RC(w, r;σ) denote the number of occurrences of data item
σ detected by some sensor at mostr hops away fromw. Our
information brokerage system can also be used to perform
approximate range counting or range reporting for a consumer.
In particular, we have the following lemma.

Lemma 5 Let s be the number of distinct messages aboutσ
received at nodeµ(σ,L(w, d)), whered = ⌈log(r/α)⌉, then
RC(w, r;σ) ≤ s ≤ RC(w, 4r;σ).

Proof: First, for any produceru such thatduw ≤ r,
obviously L(w, d) is a neighboring cluster foru at level d.
The left inequality then follows.

To prove the right inequality, note that ifu sends a message
to µ(σ,L(w, d)), then the distance betweenu and cluster
L(w, d) is at mostα · 2d. Sincew is contained inL(w, d)
and the diameter ofL(w, d) is at mostα · 2d, it follows that
duw ≤ α · 2d+1 = 4r.

In other words, by visiting the information
server µ(σ,L(w, d)) directly, a consumerw is guaranteed
to collect all sources that have information about data item
σ within roughly distance2d to itself. If the consumer only
wants to know the number of such sources (range counting),
it can simply return. Otherwise, if it wishes to report all
such data (range reporting), it can then route to each of
these sources and fetch the data. Note that the guarantee of
such approximate range counting comes from the distance
sensitivity of our routing and information brokerage scheme.

4) Hash functionµ(σ,L): We still have to define the hash
function µ(σ,L) that maps any given data itemσ to an
information server in a particular clusterL. Ideally, in order
to have a good load balance, this function should distribute
the information servers uniformly to all nodes contained inL
for variousσ ∈ Σ.

One possible choice of this function is deployed in the GLS
approach, where each sensor node in the sensor network has a
unique id (an integer). Given an data itemσ ∈ Σ, assume there
is a function that mapσ to one of this id, say IDσ, randomly.
The information serverµ(σ,L) is then defined as the node
s ∈ L with smallest id that is greater than IDσ. However,
in order to identify and reach nodes, one has to build extra
structure (roughly,O(h log n) bits per-node memory) on top
of whatever routing structure exploited. Our goal is to define
µ(σ,L) so that we can compute and route to it efficiently
based purely on the routing framework we have.

In particular, ifL is a leaf node, thenµ(σ,L) is simply the
sensor node contained inL. Otherwise, let the address ofL be
(ah, ah−1, . . . , ah−d, 0, . . . , 0), and c the number of children
of L in HD. Given any hash functiong that generate a random

number based onσ and (ah, . . . , ah−d, 0, . . . , 0), compute

ah−d−1 = g(σ,L) mod c ,

and define µ(σ,L) recursively asµ(σ,L′), where L′ is
the ah−d−1’th child of L (i.e, the address forL′ is
(ah, . . . , ah−d, ah−d−1, 0, . . . , 0)). There are various choices
for choosingg. A simple one that we use is as follows (given
σ is already mapped to some fixed integer IDσ randomly).

g(σ,L) = ( IDσ −

h∑

i=h−d

ai ) mod p,

wherep is a large prime number.
Note that this definition ofµ(σ,L) also specifies a routing

path to access it: one can first route to any node inL at level
d, compute the child idah−d−1, route towards that child, and
recurse. The number of hops to route from any node inL to
µ(σ,L) is obviously bounded by

∑d

i=1 α · 2i ≤ α · 2d+1.
5) Robustness:The routing components of our information

brokerage scheme inherit the robustness properties of the
routing scheme; in particular, messages that unable to make
progress due to node or link failures can recover by simple
local rules and be eventually forwarded to their destinations.
Furthermore, recovery after failure of an information server is
possible by querying the information server one level higher,
incurring only a constant factor overhead.

IV. EXPERIMENTAL RESULTS

We implemented the discrete center hierarchy in java to
experimentally evaluate the performance of our proposed
schemes. Currently our implementation simulates the network
at the graph level only. While it does not mimic network
attributes like packet loss or delay, we are quite confident
that the results reported here give a good indication about the
usefulness of our approach in practical scenarios.

A. Data Generation and Implemented Algorithms

All our measurements were carried out on a unit disk graph
of nodes that were spreaduniformly at randomin a unit
square. For some of the test data, subsequently nodes were
removed to simulate the presence of large holes in the network
topology. Note that this “unit disk graph” is not required in
our approach—our system can take an arbitrary graph as input.
We also want to emphasize that in this model, as long as the
average node degree is below about 10, a large fraction of
the unit disk graph is not connected, and the dilation factor
is rather large, i.e. the shortest path in the graph between two
nodes is much larger than their Euclidean distance. This is
quite different in the ‘skewed grid’ model where the node
positions are determined by randomly perturbing points on a
grid by some rather small amount. There the unit-disk graph
is almost always connected for any grid-width slightly smaller
than1 (which corresponds to an average degree of4 or more)
and the geometric dilation is very small. See Figure 4 for
an example. While our scheme performs much better in the
skewed grid model as compared to the random model, we



feel the latter provide more insight on realistic scenarios, and
present all our results in this random model.

Fig. 4: Sensor fields with node density 0.02 nodes/m2. Random sensor
field (left) has degree 6.26 and has many small holes. Perturb grid
field (right) has lower degree, 5.18, yet has more edges and looks
much more regular.

In the following subsections, we fix the communication
radius of the nodes to 10 m. The number of nodes in the
network varies from 200 to 20000, and different (average)
degrees of the communication graphs are obtained by adjusting
the density of the network (from.02 to .04 nodes/m2). We
compare our routing scheme with GPSR, and our information
brokerage scheme with GHT by assuming that the geographic
locations of sensors are known. However, it is important to
note that this geographic information is not used in our ap-
proach. The underlying planar graph for GPSR is the Gabriel
graph.

We would like to point out that our routing scheme and
information brokerage continue to work well even on networks
with low node density, while the path quality of GPSR
degrades quickly when the node density becomes low. When
making the comparison between our approach and GPSR
and GHT (which relies on GPSR), we restrict ourselves to
reasonably dense networks in our experiments—a favorable
case for GPSR.

B. Evaluation of Routing Strategies

a) Routing quality.: In a first experiment we evaluate
the quality of the paths produced by our routing scheme. In
particular, we fix a sensor field of 2000 nodes and vary the
average degree from roughly6 to 12. We then select at random
1000 pairs of nodes from the largest connected component of
the sensor field. We compute the paths between the nodes in
these pairs using the HD as well as using GPSR. For each of
such path, itsquality is defined as the ratio between its length
and the shortest distance between its two endpoints. We show
in Table I the average and standard deviation of the quality of
these 1000 paths.

We note that our HD routing scheme always produces near-
optimal paths regardless of the node density. The practical
constant is much better than the bound of 4 we could prove.

b) Network initialization and routing scalability.:Here,
we fix the node density at 0.02 nodes/m2 (i.e., average degree
is roughly 6), vary the number of nodes from 200 to 20000

Avg. Qual. of HD Qual. of GPSR
deg. avg std avg std
6.21 1.08 0.18 4.91 6.79
6.80 1.06 0.11 4.04 7.41
7.39 1.05 0.09 3.25 7.02
7.93 1.09 0.16 2.04 3.10
8.53 1.07 0.12 1.59 2.22
8.94 1.07 0.10 1.51 2.42
9.82 1.07 0.10 1.35 1.62
10.2 1.06 0.09 1.31 1.80
10.8 1.05 0.09 1.44 2.90
12.0 1.06 0.11 1.15 1.30

TABLE I: Comparison of the quality of paths from HD and from
GPSR. HD routing gives close to optimal paths.

and compute the per-node storage for the HD routing structure.
As expected, the number of entries in the routing table needed
at each node grows very slowly, see Figure 5. In particular,
note that the maximal storage at a node in the network is quite
reasonable, merely about twice the average per-node storage.

Fig. 5: The storage required growths slowly when the network
becomes large.

We note that the cost of initializing the network, i.e., the
number of messages sent to establish our hierarchical decom-
position, is directly proportional to the storage at each node.
As the storage cost is low, the cost of network initialization is
also low.

c) Hot spots.: Even though our implementation of the
HD uses cluster heads, they are not special nodes in the
network In a typical route, the moment a package heading
toward a cluster reaches any of its nodes, the package starts
heading toward a different cluster. So these cluster heads do
not form a backbone structure, nor do they create bottlenecks
in network traffic. Figure 6 (c) gives an example where two
routes with nearby sources and destination nodes stay separate
during their course.

On the other hand, when large holes are present in the
network, nodes close to holes will naturally have a heavier
burden, as our HD paths approximate the shortest paths well.
Still, our paths do not hug the holes in the sensor net as tightly
as GPSR paths do, as shown in Figure 6 (a) and (b), where the
size of the sensor field is2000 with average degree9.5. Our



(a) (b) (c)

Fig. 6: Hotspots comparisons for (a) GPSR and (b) HD scheme. Larger dots mean nodes with higher traffic loads. In (c), two paths generated
by HD scheme with nearby sources and destinations.

HD scheme produces many fewer higher load nodes (larger
dots in the picture).

d) Robustness.:To measure the performance of our rout-
ing scheme under node depletions, we start with a graph with
average degree of7, 8, 9, or 12, build the HD routing structure
on top of it, and then randomly remove a small percentage of
sensors (from2% to 20%) from the sensor field. We then pick
1000 pairs of live nodes at random, and show the success rate
of routing between these pairs in Figure 7. During the routing
process, if a node finds that the next sensor on its shortest path
to some clusterL is dead, it simply chooses another one at
most 5 hops away from itself and with smaller distance toL.
The result shows that the performance is gracefully degraded
when the node failure rate increases.

Fig. 7: The success rate of routing vs. node depletion for sensor fields
with various average degree.

C. Evaluation of the Information Brokerage Scheme

In this section, we evaluate the performance of our infor-
mation brokerage scheme built upon the HD routing structure.

e) Brokerage quality.:The efficiency of a brokerage sys-
tem includes both the number of messages (i.e.,# information
servers) that a producer needs to replicate, and the number
of hops that a consumer needs to access before locating the

data it needs (i.e., the query time). In Table II, we vary the
size of the sensor field from200 to 10, 000 nodes. For each
sensor field, we randomly choose1, 000 producer/consumer
pairs, with each pair producing/requesting a random data item.
Columns2,3 show the average number and standard deviation
of information servers for each producer. Columns4,5 show
the path quality for the consumer, defined as the ratio between
query time using our scheme (i.e., the path length to the
respective information server) and the shortest hop distance
between the producer and the consumer. We see from the
table that this ratio is always close to1.0 (in fact, in most
cases it is smaller than1.0, since the information server can be
even closer than the producer), showing that our information
brokerage system is indeed distance sensitive.

Size # Info. servers Query time
avg std avg std

200 9.95 0.21 1.08 0.66
400 15.9 0.26 0.89 0.67
600 25.4 1.02 0.77 0.57
1000 31.5 4.00 0.83 0.57
2000 47.0 7.47 0.73 0.47
4000 61.2 11.3 0.73 0.42
6000 69.5 13.6 0.79 0.46
8000 79.0 16.5 0.77 0.39
10000 84.3 15.6 0.76 0.39

TABLE II: Performance of brokerage

While the number of replications used by a particular
producer is higher in our system than in the GHT approach, the
query time can be much smaller, especially when the consumer
is closer to the producer. This phenomenon is illustrated in
Figure 8, where we compare the query time in our scheme
(lower curve) with the length of the shortest path to an ideally
random information server (upper curve). Note that the latter
is in fact a lower bound of the query time for any scheme using
GHT for information brokerage. The query time for GHT
using GPSR as the underlying routing scheme may be much
longer than this shortest path, due to the path quality returned
by GPSR. In short, our system is attractive for scenarios where
there are multiple queries for the same data, as the overhead
for the producer is then amortized.



Fig. 8: Number of hops to information server using HD and number
of hops in a shortest path to an ideally random information server.

It is also important to keep the distribution of information
servers for different data items as uniform as possible. To test
this, we let each sensor in the network produce a different
data item, and record for each node, the number of times that
it serves as an information server for some data item. The
result is shown in Table III. The distribution of information
servers observed is reasonably good compared to a distribution
obtained by a centralized uniformly random hash function.

Size 200 400 600 1000 4000 6000 8000
Avg. 10.0 16.0 25.5 31.5 47.2 61.2 69.7
Std. 14.4 28.1 36.4 52.7 75.4 90.8 99.7

TABLE III: The average/standard deviation of the number of times
that a sensor serves as an information server for some data item.

f) Approximate range counting.:One important applica-
tion of our information brokerage system is for approximate
range counting, such as reporting all horses detected within
some distancer from a particular sensor. Whenr is quite
small, flooding is simple and effective. However, the number
of nodes accessed in the flooding approach increases quadrat-
ically asr increases. This is illustrated in Figure 9 where the
query cost in our approach (the lower curve) increase in a
linear manner, while that for flooding (upper curve) increases
quadratically. The size of the sensor field in this example is
2, 000 with an average degree of6.1.

g) Robustness.:Again, we fix a sensor field of2000
nodes with various average degree, compute the HD routing
structure, and remove a portion of sensors randomly (from
2% to 20%) from the field. We then randomly choose a set
of producer/consumer pair, each generating/seeking a random
data item. The resulting success rates are shown in Figure 10.
The brokerage system is slightly more robust than the routing
scheme, which is not surprising: as the robustness of our in-
formation brokerage system comes partly from the robustness
of the routing scheme, and partly from the fact that even if
a query fails to route to a particular information server, it
can simply go to the information server one level up. The
success rate can be further improved by checking neighbors

Fig. 9: Approximate query cost is very low compared to the naive
flooding

when all fail though we have not incorporated that in our
current system.

Fig. 10: The success rate of information brokerage under nodes
depletions.

V. CONCLUSION AND DISCUSSION

In this paper we have presented an approach for augmenting
hierarchical decompositions of communication graphs with
sideways links, so as to allow for routing with guaranteed path
quality. Our method is general and in particular works for hier-
archical decompositions of communication graphs constructed
in the absence of any geographical location information.
The guarantee for almost optimal routing paths comes at an
additional cost of onlyO(log n) bits of storage per network
node. Unlike other hierarchical routing schemes, ours does
not rely on a dedicated backbone or hub structure, and hence
performs rather well when some network nodes fail while
providing a natural load balance between routing paths. The
main contribution of this paper is a noveldistance-sensitive
information brokeragescheme based on the augmented hier-
archical decomposition. Here we view the network nodes as
producersof information (of data they sense or collect) that
has to be made available for queries, i.e., forconsumers. In



this work we have emphasized the consumers’ perspective and
aimed for query times that aredistance-sensitivein the sense
that the time to answer a query should be proportional to
the distance from the respective information producer (even
though the location of the producer is not known to the
consumer). To allow for such efficient queries, a data diffusion
step has to be implemented by the information producers,
in which a synopsis of the producer information is spread
across the network and stored atO(log n) other locations. By
defining an appropriate hash function, no node has to serve as
information server for too many producers. As an application,
our brokerage infrastructure allows for range queries with
specified radius that take time proportional to the radius
instead of time proportional to the area of the relevant range
region. All our procedures come with theoretical proofs of
their performance guarantees, which is also reflected in the
experimental results.

A more detailed network simulation is being planned. In
future work, it might be interesting to view the problem also
from a producer’s perspective. In particular, we can try to
trade off the producer’s effort to make its information available
against the consumer’s effort to obtain that information. The
exact tradeoff can depend on the relative frequencies of
data collection operations vs. queries, in the style of [12].
Furthermore, even though the main focus of this paper has
been the static case where sensor nodes do not move over
the lifetime of the network, it might be interesting to extend
our approach to allow for efficient routing and information
brokerage in the presence of mobile sensor nodes. Also we
believe that the use of our distance-sensitive range queries
can lead to interesting new in-network data-aggregation and
processing algorithms.
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