Beyond Average: Toward SophisticatedSensingwith
Queries

JosephMl. Hellerstein , Wei Hong , SamueMadden, andKyle Stanek

UC Berkeley
jmh,madden @cs.berkeley.edu, kyles@uclink.berkeley.edu
Intel ResearchBerkeley
whong@intel-research.net

Abstract. High-level querylanguagesrean attractve interfacefor sensometworks,
potentiallyrelieving applicationprogrammerdgrom the burdensof distributed,embed-
dedprogrammingln researcho date hawever, theproposedpplicationof suchinter-

faceshave beenlimited to simpledatacollectionandaggrgationschemesin this pa-
per, we presentinitial resultsthatextendthe TinyDB sensornegueryengineto support
moresophisticatediataanalysesfocusingon threeapplicationstopographianapping,
wavelet-basedompressionandvehicle tracking. We usetheseexamplesto motivate
thefeasibility of implementingsophisticatedensingapplicationsn aquery-basedys-
tem,andpresensomeinitial resultsandresearclyuestionsaisedby this agenda.

1 Intr oduction

Sensometworks presentdauntingchallengego potentialapplicationdevelopers Sensornet
programmingmixesthe compleities of bothdistributedand embeddedystemslesign.and
theseare oftenampli ed by unreliablenetwork connectionandextremelylimited physical
resourcesMoreover, mary sensometwork applicationsare expectedto run unattendedor
monthsatatime.

Thesechallengedave motivatedresearchinto higherlevel programmingnterfacesand
executionenvironmentswhich try to relieve programmerg$rom mary of the burdensof dis-
tributedandembeddegrogramming(e.g.[13, 24]). In our own work, we have designeda
frameawork called TAG [17] for sensornetlataaggreyationvia an SQL-like languageMore
recentlywe have implementedhe TAG framework in a systemcalled TinyDB [18] thatruns
in networks of TinyOS-basederkeley moteg[11].

We have recevedinitial feedbackindicatingthat TinyDB's SQL-basednterfaceis very
attractve to anumberof usersinterestedn distributedsensingHowever, we have alsoheard
concernsaboutapparentimits to the functionality of simple SQL queries.This feedback
resultedin part from our early work, which performedfairly traditional SQL queriesfor
relatively simpletasks:periodicallycollectingraw readingsandcomputingsimplesumma-
rizationslik e averagesandcounts.

In this paper we presenta statusreporton our efforts to do deploy morecomplex sens-
ing tasksin TinyDB. Our intentionis both to illustrate TinyDB's potentialasa vehiclefor
comple sensingalgorithms,andto highlight someof the uniquefeaturesandconstraintsof
embeddinghesesensingalgorithmsin anextensible declaratve queryframework.

In the paperwe review and extendthe TAG framework [17], and shav how it canbe
usedto implementthreesensingapplicationghatarerelatively distantfrom vanilladatabase
queries:



1. DistributedMapping: Onecommonlycited[4] applicationfor sensonetworksis to pro-
ducecontourmapsbasedn sensoreadingsWe presensimpletopographicextensions
to thedeclaratve queryinterfaceof TAG thatallow it to ef ciently build mapsof sensor
valuedistributionsin spaceOurapproachs basedn nding isobars: contiguougegions
with approximatelythe samesensowalue.We shav how suchmapscanbe built using
very smallamountof RAM andradiobandwidth remainingusefulin thefaceof signi -
cantamountf missinginformation(e.g.droppeddataor regionswithoutsensonodes.)
Resultsfrom aninitial simulationareincluded.

2. MultiresolutionCompeessiorand SummarizationTraditionalSQL supportonly simple
aggreyatesfor summarizinglatadistributions.We developa moresophisticatedvavelet-
basedaggrayationschemdor compressingndsummarizinga setof readingsOurtech-
nigue alsohasthe ability to produceresultsof increasingresolutionover time. We de-
scribea hierarchicawaveletencodingschemahatintegratesnaturallyinto the standard
TAG framework, andis tunedto low-functiondeviceslik e Berkeley motes.We alsodis-
cussanumberof openresearclguestionghatarisein this context.

3. ehicle Tracking: Several researctpapershave investigatedistributed sensornetlgo-
rithms that track moving objects[2]. We shov how a declaratve, event-basedjuery
infrastructurecansene asa frameawork for suchalgorithms,anddiscusshow the TAG
approachcanbe extendedto allow sensomodesto remainidle unlessvehiclesare near
to them. This is work in progresswe have yet to instantiatethis infrastructurewith a
sophisticatedracking algorithm, but hopethat this framework will seedfuture efforts
to combineintelligenttrackingwith the otherad-hocqueryfacilities affordedby a full-
functionsensornetjueryprocesdike TinyDB.

Theremaindeof this paperis organizedasfollows: Section2 summarizeshe TAG approach
to in-network aggreyation,which we extendin the remainingsectionsof the paper Section
3 discussesomenew languagefeatureswe have addedsincethe publicationof TAG[17],
which enableour tracking scenario.Section4 discusseshe distributed mappingproblem;
Section5 discussesechniquedor compressingand summarizing;and Section6 discusses
vehicletracking.Finally, Section7 discusseselatedwork andSection8 concludesvith some
discussiorof futurework.

2 Background

In this section we describehedeclaratve, SQL-like languageve have developedfor query-
ing sensometworks. We alsodescribethe processingf queriesin a sensometwork, with a
focusonaggreyationqueries.

2.1 A Query Languagefor SensorNetworks

TAG [17] presentech simple query languagefor sensometworks, which we have imple-
mentedn TinyDB [18]. We present basicoverview of thescheméhere.In TinyDB, queries
areposedata poweredbasestationtypically aPC,wherethey areparsednto asimplebinary
representationyhichis then ooded to sensorsn the network.

As the queryis ooded throughthe network, sensorsorganizeinto a routing tree that
allowsthebasestatiomo collectqueryresults.The ooding worksasfollows: thebasestation
injectsa queryrequestat the root sensorwhich broadcastshe queryon its radio; all child
nodesthathearthe queryprocesst andre-broadcasit onto their children,andso on, until
theentirenetwork hasheardthe query?.

8 Schemeso prunethe query ooding processrepresentedn [16].



Eachrequestontainsahop-count(or level), indicatingthe distancdrom the broadcaster
to theroot. To determinetheir own level, nodespick a parentnodethatis (by de nition) one
level closerto therootthanthey are.This parentwill beresponsibldor forwardingthenode’s
queryresults(andits children's results,recursvely) to the basestationAlso notethat each
nodemayhave sereralpossiblechoicesof parent;for the purpose®f ourdiscussiorherewe
assumehata singleparentis choseruniformly andat randomfrom the availableparentsin
practicemoresophisticatedchemeganbe usedfor parentselection but thisissuewill not
impactour discussiorhere.

Queriesn TinyDB have thefollowing basicstructure:

SELECT , ..
FROMsensors
WHERE [AND | OR]
GROUPBY ,
SAMPLE PERIOD

TheSELECTclausdiststhe elds (or attributeg to retrieve from thesensors; speci es
atransformonasingle eld. Eachtransformmaybea simplearithmeticexpressionsuchas
light + 10, oranaggr@atefunction,which speci esaway in which readingsshouldbe
combinedacrosmnodesor overtime (aggrejationis discussedh moredetailin thefollowing
section.)As in standardSQL, aggrejatesandnon-aggrgatesmay not appeatogetherin the
SELECTclauseunlesshe non-aggrgate elds alsoappeain the GROUPBY clause.

The FROMlausespeci esthe tablefrom which datawill be retrieved;in the language
presentedn [17], thereis only onetable,sensors , which containsone attribute for each
of the typesof sensorsavailable to the devicesin the network (e.qg. light, accelerationpr
temperature)eachdevice hasa smallcatalog whichit usesto determinewhich attributesare
locally available;the catalogalsoincludescostinformation and other metadataassociated
with accessindghe attribute, and a pointerto a function that allows TinyDB to retrieve the
valueof theattribute.

The (optional) WHEREIlause Iters out readingsthat do not satisfy the booleancom-
binationof predicatesPredicatesn TinyDB are currently restrictedto simple booleanand
arithmeticoperationsver asingleattribute,suchaslight /10 25.

The (optional) GROUPBY clauseis usedin conjunctionwith aggrejate expressions.
It speci es a partitioning of the input recordsbefore aggrayation, with aggreyatesin the
SELECTclausebeing computedon eachpartition. In the absenceof a GROUPBY aggre-
gatesare computedover the entire setof sensorsa GROUPBY partitionsthe sensorsnto
groupswhosegroupexpressiongachhave the samevalue.For example thequeryfragment:

SELECT roomNumber, AVG(light)
GROUPBY roomNumber

partitionssensorsnto groupsaccordingo thevalueof theroomNumber attribute,andcom-
putesthe averagdight readingwithin eachgroup.

Finally, the SAMPLE PERIODclausespeci esthetime betweensuccessie samplesor
epodis Eachnodesamplests sensor®nceperepochandappliesits queryprocessingper
atorsto thatsensor

2.2 Aggregationin SensorNetworks

Giventhis basicdescriptionof the querylanguagewe now discusshow TinyDB processes
gueriesfocusingon how aggreyatequeriesarehandled.



Structur e of Aggregates Recall that an aggreyation expressionmay be speci ed in the
SELECTclauseof a query In standardSQL, that expressioncontainsone of a few basic
aggreyationfunctions:MIN, MAX AVERAGECOUNTor SUMAs in TAG, TinyDB provides
anextensiblemechanisnior registeringnew aggreyatesderivedfrom literatureon extensible
databasdéanguagesin TinyDB, aggregatesareimplementedvia threefunctions:a memjing
function , aninitializer , andanevaluator .In general, hasthefollowing structure:

where and aremulti-valuedpartial staterecods(PSRs)computedveroneor
moresensovalues representinghe intermediatestateof the aggregationprocessingased
onthosevalues. is the partial-stateecordresultingfrom the applicationof function

to and . For example,if is the meging functionfor AVERAGEeachpartial

staterecordwill consistof a pair of values:SUMandCOUNTand is speci ed asfollows,
giventwo staterecords and :

The initializer is neededto specify how to instantiatea staterecordfor a single sensor

value; for an AVERAGEover a sensorvalue of , the initializer returnsthe tuple
. Finally, the evaluator takesa partial staterecordandcomputeghe actualvalue of
theaggreyate.For AVERAGREheevaluator simplyreturns

ProcessingAggregateQueries Aggregatequeriesproduceoneresultpergroupperepoch.
Oncea queryhasbeendisseminatedsdescribedabore, eachleaf nodein the routingtree
producesa singletuple of sensoreadingseachepoch,appliesthe initialization functionto
the approriatecolumn, andforwardsthe initialized resultto its parent.On the next epoch,
the parentmergesits own PSRfrom the previous epochwith PSRsfrom its childrenin the
previousepochandforwardsthatresultontoits parentResultgropagateipthetree,epoch-
by-epoch,until a completePSRfrom epochsago arrives at the root of the routing tree
(where is the depthof the tree). Dependingon the sampleperiod, theremay be enough
timein eachepochto sendaggreyatesup multiple levels of theroutingtree;seeTAG[17] for
moreinformation.Oncearesulthasarrivedat theroot, the basestatiomappliesthe evaluation
functionto it to producea completeaggreyaterecordandoutputsthe resultto the user
GROUP BY queriesare processedn a similar way. Whena partial staterecordis ini-
tialized, it is taggedwith a uniquegroup ID. Parentscombinereadingsif they comefrom
the samegroup,and propagatea separatd®SRfor eachgroupthey heardaboutduring the
previous epoch(evenif they did not contributeto oneor more of the groups.)Thus, at the
root, onestaterecordarrivesfor eachof the groups,andthe evaluationfunctionis applied
times.

Temporal Aggregates All the aggreyatesthatwe describedabove aggreyatesensowalues
sampledrom multiple nodesatthesameepoch We have extendedhis framework to support
tempoal aggregateswvhich aggreatesensorsaluesacrossnultiple consecutieepochgrom
thesameor differentnodesTemporalaggreyatesypically take two extraargumentswindow
sizeandsliding distance Window sizespeci esthe numberof consecutie epochshetem-
poral aggreyateoperateon, andthe sliding distancespeci esthe numberof epochso skip
over for the next window of samplesOnefrequentlyusedtemporalaggreatesn TinyDB is
the runningaverageaggrejatewinavg(window size, sliding _dist, arg) .ltis
typically usedto reducenoisein sensorsignals.For example,winavg(10, 1, light)
computeghe 10-sampleunningaverageof light sensoreadingslt accumulatesight read-
ingsfrom 10 consecutie epochsaverageshem,thenreplacesheoldestvaluein theaverage



window with thelatestlight sensorreadingandkeepson computingaveragesover the win-
dow of samplesln additionto winavg , TinyDB alsosupportssimilar temporalaggreyates
suchaswinmin , winmax , winsum , etc. More sophisticatedustomtemporalaggrejates
suchas one that computeshe trajectoryof a moving vehicle can be developedusing the
sameextensibleaggreyateframenork describedabore.

In TinyDB, by default all aggreyatesoperateover sensowvaluesfrom the entirenetwork.
GROUPBY nodeid mustbe speci ed to limit temporalaggreatesto operateon values
from individual nodesonly.

3 NewlLanguageFeatures

The querylanguagedescribedabove providesa foundationfor mary kinds of simplemoni-
toring queries However, assensometworks becomemoreautonomousthe languageneeds
to move beyondpassie querying:ratherthansimply monitoringthe ervironmentandrelay-
ing results the sensorwill needto detectandinitiate automaticresponsefo nearbyevents.
Furthermore sensometworks will needto collect and storeinformationlocally, sinceit is
notalwayspossibleor advantageouso getdataout of thenetwork to a powered,storage-rich
PC.We introducetwo extensiongo our querylanguageo handlethesesituations.

3.1 Events

Eventsprovide a mechanisnfor initiating datacollectionin responsdo someexternalstim-
ulus. Eventsare generatedxplicitly, eitherby anotherquery by softwarein the operating
systemr by specializechardwareon the nodethattriggersthe operatingsystem Consider
thefollowing queryfor monitoringthe occupany of bird nests:
ON EVENT bird-detect(loc):

SELECT AVG(light), AVG(temp)

FROMsensors AS s

WHERHdist(s.loc, event.loc) < 10m

SAMPLEINTERVAL 2 s FOR 30 s
Whenabird is detectedn anest(e.g.via apressureswitchin thenest) this queryis executed
to collectthe averagelight andtemperaturdevel from sensorsiearthe nest,andsendthese
resultsto therootof anetwork. (Alternatively, theresultscouldbestoredocally atthedetect-
ing node,usingthe storagepoint mechanisnmescribedn the next section.)Thesemanticof
this queryareasfollows: whena bird-detect eventoccursthequeryis issuedfrom the
detectingnodeandthe averagdight andtemperaturarecollectedfrom nearbynodes(those
nodeghatare10 or lessmetersrom the collectingnode)every 2 secondgor 30 seconds.

3.2 StoragePoints

Storagepoints accumulatea small buffer of datathat may be referencedn otherqueries.
Considerasanexample:
CREATE

STORAGEPOINT recentlight SIZE 5s

AS (SELECT nodeid, light

FROMsensors

SAMPLEINTERVAL 15s)
This STORAGEPOINT commandprovides a sharedglobal locationto storea streaming
view of recentdata,similar to materializedviews in corventionaldatabased\ote that this
datastructureis accessibldor reador write from ary nodein the network; its exactlocation
within the network is not x ed—thatis, it canbe movedasanoptimization.Typically, these

storagepointsarepartitionedby nodeid , sothateachsensorstoresits own valueslocally.



Thespeci c exampleherestoregheprevious vesecondsvorthof light readinggtakenonce
persecond)rom all of thenodesin the network.

In this paper we usestoragepoints asa mechanisnfor storageandof ine delivery of
gueryresults.Queriesthat selectall of the resultsfrom a storagepoint, or that computean
aggregateof a storagepoint, areallowed;consideyfor example:

SELECT MAX(light)
FROMrecentLight
Thisqueryselectshemaximumlight readingfrom therecentLight storaggpointde ned
above.Thestoragegpointis continuallyupdatedthis queryreturnsghemaximumof thevalues
atthetimethequeryis posed.

4 Isobar Mapping

In this section,we explore the problemof building a topographigcontour)map of a space
populatedby sensorsSuchmapsprovide animportantway to visualizesensor elds, and
have applicationsn a variety of biologicalandenvironmentalmonitoringscenariog4]. We
shav how TinyDB's aggreyationframewnork canbeleveragedo build suchmaps.Conceptu-
ally, theproblemis similar to thatof computinga GROUPBY over bothspaceandquantized
sensotreadings- thatis, our algorithmspartition sensorsnto isobars thatare contiguousn
spaceand approximatelyequalin sensoralue.Using in-network aggreation,the storage
and communicationcostsfor producinga topographicmap are substantiallylessthanthe
costof collectingindividual sensoreadingsandbuilding themapcentrally We discusghree
algorithmsfor map-huilding: a centralized haive approachan exact, in-networkapproach,
andanapproximatelossyapproachFigurel illustratesthe generaprocesof aggreationto
build atopologicalmap:eachsensotuilds asmallrepresentationf its local area,andsends
thatmapto its parentwhereit is combinedwith the mapsfrom neighborsandancestorsind
eventuallybecomegartof acompletemapof the spaceattheroot of thetree.

To supporttopographicoperationson sensorsye require
afew (very)simplegeometricoperatorandprimitives.To de- 'G .D
termineadjaceng in our maps,we imposea rectangulagrid 2
onto the sensorsand assignevery sensorinto a cell in that O \ 0
grid. Our goal is to constructisobars,which are orthogonal A [= @‘
polygonswith holes;we needbasicoperationgo determineaf . O S
two suchpolygonsoverlapandto nd their union. Suchop- )
erationscan be performedon ary polygonin time
(wheren is the numberof edgesin the polygon) using the
Leonov-Nitkin algorithm[15]. Therearea numberof freeli-
brarieswhichimplementsuchfunctionality[14]. Fig. 1. Aggregationof con-

We begin with a discussionof the threealgorithms,as- toursasdata o wsuparout-
sumingthat every cell in the grid is occupied We resere a  ing tree.
discussiorof mappingsparsegridsfor Sectiord.4.

4.1 Naive Algorithm

In the naive algorithm,we run anaggreyate-freequeryin the network, e.g.:
SELECT xloc, yloc, attr
FROMsensors
SAMPLE PERIOD 1s
This queryreturnsthe locationandattribute valueof all of the sensorsn the network; these
resultsare combinedvia codeoutsidethe network to producea map.We implementedhis



(a) Losslesdsobars (b) Lossylsobars (c) Missing Information

Fig. 2. Screenshotsf a visualizationof isobarsimposedon a grid of sensorsEachcell representa

sensorthe intensity of the backgroundcolor indicatessensowalue,andblacklines frameisobars.(a)

shavstheisobarsascomputedy thein-network andnaive algorithms (b) shavs alossyapproximation
of isobarswhereeachapproximatgolygonis theboundingbox of original polygonwith 4 maximally
sized“cuts”. (c) shaws a visualizationof a topologicalmapwith incompleteinformationaboutall of

thesquaresBlack circlesindicatenodeswvhosevaluewasmissingandwasinferredby the algorithm.

approachin asimulationandvisualizationasshavnin gure Figure2(a).In this rst simula-
tion, sensorsverearrangedn agrid, andcouldcommunicatdosslesslywith theirimmediate
neighborsTheisobarsnvereaggrejatedby thenodeatthe centerof thenetwork. Thenetwork
consistedof 400 nodesin a depth10 routing tree.In the screenshotthe saturationof each
grid cellindicatesthe sensowvalue,andthethick blacklinesshaw isobars.

4.2 In-Network Algorithm
In the in-network approachwe de ne anaggreate,calledcontourmapwhereeachpartial
staterecordis a setof isobarsandeachisobaris a containemolygon (with holes,possibly)
and an attribute value, which is the samefor all sensordn the isobar The structureof an
isobarqueryis thus:

SELECT contour-map(xloc,yloc,floor(attr/ )

FROMsensors

where de nesthewidth (in attribute-spacepf eachof theisobars We canthende ne the
threeaggreyationfunctions, , ,and , asfollows:

— : Theinitialization functiontakesanxloc, yloc ,andattr ,andgenerateasapar
tial staterecordthe singletonsetcontaininganisobarwith thespeci edattr  valueand
acontainerpolygoncorrespondingo thegrid cell in which thesensoties.

— :Thememingfunctioncombinegwo setsof isobars, and intoanewisobarset, ,
whereeachelementof is adisjoint polygonthatis the unionof oneor morepolygons
from and . This new setmay have several non-contiguoussobarswith the same
attribute value. Corversely merging can causesuchdisjoint isobarsin ~ to be joined
whenanisobarfrom  connectg¢hem (andvice-versa.)Figure 3 shavs an exampleof
this happeningastwo isobarsetsaremergedtogether

— : Theevaluationfunction generates topographicmap of contiguoussobars eachla-
beledwith their attribute value.

4.3 LossyAlgorithm

Thelossyalgorithmworks similarly to the in-network algorithm,exceptthatthe numberof
vertices usedto de ne theboundingpolygonof eachisobaris limited by a parameteof the
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Fig. 3. Two isobarsets, (with two elementsyand  (with one element)being megedinto a new
isobarset, (alsowith oneelement).

aggregate. This reducegshe communicatiorcostof the approachput makesit possiblefor
isobargto overlap,asthey will nolongerperfectlytraceout the edgesof the contours.

In thelossyalgorithm, is the sameasin thein-network caseFor , we compute as
above, but we do notuseit asthe partialstaterecord.Insteadfor thecontainingpolygon in
eachsetof , we computea boundingbox, , andthentake from anumberof maximally
sizedrectangulafcuts” thatdo notoverlap . We continuetakingcutsuntil either contains

vertices,or the next cut producesa polygonwith morethan vertices.We omit the details
of haw we computemaximal cuts; becauseur polygonsare orthogonal,this canbe done
via a scanof the verticesof . We usethesecut-bounding-bogsas approximationsf the
containingpolygonsin the isobarsof the PSRsresultingfrom our merge function. Figure4
shaws a containingpolygonapproximatedy a boundingrectanglewith a singlecut.

In the lossy evaluationfunction , one or more
isobarsin the nal aggrejatestaterecordmay over ,
lap, and so somepolicy is neededo choosewhich ‘
isobarto assignto a particularcell. We usea sim-
ple “containment’principle:if oneisobarcompletely
containsanotherwe assumehetruevalueof thecell
is that speci ed by the innermostisobar Whenthe
containmenprincipledoesnot apply, we assigngrid . o
cellsto thenearestsobar(in termsof numberof grid ~ F19-4. A lossy approximationof a
cells),breakingtiesrandomly containingpolygon( ) asa bound-

We simulatedthis lossy algorithmfor the same N9 boxwith asinglecut (PSR).
sensorvalue distribution as was shavn in Figure 2(a), usinga maximumof 4 “cuts” per
isobar Theresultsareshavn in Figure2(b); noticethatthe shapeof theisobarss presered.

We comparedthe total amountof datatransmittedby our simulationof the lossy in-
network, andnaie algorithmsfor theisobarsshavn in Figure2(a) and2(b), andfoundthat
the naive algorithmsalgorithm useda factor of four more communicationthan the lossy
algorithmandabout40% morecommunicatiorthanthein-network algorithm.

4.4 SparseGrids

Finally, we considerthe caseof sparsegrids, wheresensorgio not exist at every cell in the
grid. In sparsegrids, the lossyalgorithmdescribedabove canbe usedto infer anisobarfor
missingpoints.Sincethe memgingfunctionnolongertracksexactcontourshut usesbounding
boxes,cellswithoutsensorsvill oftenendup asa partof anisobar Cellsthatarent assigned
anisobarasa partof memging canbe assignedisingthe nearest-isobamethoddescribedn
thelossyalgorithm.

A similar situationarisesn denseopologieswith network loss,whensomesensowalues
are not be reportedduring a particularepoch.We implementedthis sparsegrid approach



andusedit to visualizeisobarswith a high-lossradio model,wherethe probability thattwo
sensorgancommunicatevith eachotherfalls off with the distancebetweerthe sensorskor
adjacensensorslossratesareabout5%; for sensorshatarethreecellsaway (the maximum
communicatiorrange),lossratesare about20%. The resultis shavn in Figure 2(c), with
blackcircleson the nodesvhosevalueswerelost duringthe epochbeingvisualized .Notice
that,despitethelarge numberof lossesthe shapeof theisobarss largely presered.

5 WaveletHistogramsvia Hierar chical Aggregation

SQL s built-in aggreyategprovide somebasicstatisticalinformationaboutthe distribution of
asetof readingsBut in mary casest is usefulto getaricherrepresentatioof the distribu-
tion, e.g.a histogramIn the sensorneérvironment,we would lik e to have a multiresolution
histogramwhich canoptionally provide additionalresolutionof “buckets” at the expenseof
additionalcommunicationTo thatend,we explore usingwavelethistagrams sincewavelets
areoneof the best-knevn andmosteffective multiresolutioncodingtechniques.

In this section,we sketcha TAG aggreatefunctionfor encodinga setof readingsn a
sensometwork usingHaarwavelets,the simplestandmostwidely-usedwaveletencoding.
Ourdiscussiorherefocusenwavelethistograms[20], which capturanformationaboutthe
statisticaldistribution of sensowalues,without placingsigni cance on ary orderingof the
values We drop coefcients with low absolutevalues(“threshholding”)to keepthe commu-
nication costsdown, but always retainthe value of coefcient 0; in Haarwavelets,the Oth
coefcient representthe averageof the values,andhenceis oftenof interestto users.

Ourwaveletcompressiosettinghereis somavhatunique.First, recallthataggreatesn
TinyDB are computedincrementallyasdatais passedip the network communicatiortree.
Hencewe will be computingwavelets piecavise, combining pairs of waveletsas we go,
without accesgo the completeunderlyingsetof values.Secondpur processorsio not have

oating-point arithmeticandaregenerallyratherslow, sowe will useintegerwavelets[1], do
asmuchaspossiblein placeto minimize copies,anddevise techniquego processvavelets
withouttheneedto decompress/recompregsnally, sincewe areconstrained bothmemory
andbandwidthwe will bedroppinglow coefcients, andusinga sparserrayrepresentation
for thecoefcients we keep.

Thecoreof ourlogicisin thememgingfunction , whichtakesthePSRsrom two subtrees
(which arethemseleswavelets)andcombinesheminto a new PSR(anothemwavelet). Our
waveletPSRwill beasparsearrayrepresentetly shortintegers.In orderto maintain
wavelet properties, mustbe a power of 2 ( in our currentimplementation.)The

rst valuescapturethe non-zeroelementsof the sparsearray:  arrayoffsets , and

data valuesof the coefcients at thoseoffsets.The next shortinteger is the count ,
whichtracksthe numberof actualsensoreadinggolled up into this wavelet. Oneadditional
short,calledloglen , representshe of the numberof array entriesin the (possibly
zero-paddedyvavelet.

Thememing functionconsiderst casesor memging two staterecordsyl andr2 °

1. rl.count r2.count . In this case,we do not compressbut simply store
all thevalues.We concatenat¢he valuesfrom r2.data  to theendof rl.data , and

4 In theinterestof brevity, we do not overview waveletshere;theinterestedeaderis referredto [23]
for agoodpracticalovervien of wavelets,or to [20] for a simpleintroductionto Haarwavelets.

® Notethatthechoiceof orderingrl beforer2 is ratherarbitrary:for now, we assumehatthenetwork
topologyandschedulingdeterminesvhichinputis rst, andwhichis second.



updatethe offsets  andcount of r1 accordingly Theloglen variableremainsat
theinitialization valueof

2. rl.count andr2.count , but their sumis . In this casewe need
to compresshe output. Conceptually we think of the two input arraysas one array
of length 1091€N  andusethelifting schemg22] to wavelet-compresthe double-
lengtharrayin place We thenkeeponly thetop  coefcients by overwritingrl 'sdata
andoffsets  elds appropriatelyWe addr2.count  tothevalueinrl.count ,and
incrementherl.loglen variableto re ect the effective doublingof thearray

3. Bothinputshavecount . In this casewe needto mergetwo wavelets.
Our memgetechniquewill assumeahatbothinputshave thesameloglen . If oneinput
hasasmallerloglen thantheother we needio zero-padhesmallerto matchthelarger.
Forexample,if rl1.loglen r2.loglen ,wezero-padl untilit is of equallength.
Pseudocod#or ef ciently doublinga Haarwaveletwith 0'sis givenin Figure5.
Onceboth waveletshave the sameloglen , we needto memger2 into rl to form a
waveletwith twice asmary coefcients. We thenrun the pseudocodgivenin Figure6
tomerger2 intorl withoutdecodingandre-encodingFinally wecopy thetop  coef-
cientsof theresultintorl.data ,updatel 'soffsets appropriatelyaddr2.count
torl.count ,andincrementl.loglen to re ect thedoublingof thearray

4. Exactlyoneinputhascount largerthan : In thiscasewe zero-padhe smallerarray
tobe entriesandcorvertit to awaveletof coefcients. Thenwe invoke CaseS.

/I for all coefficients i except Oth, bump up offsets  carefully
for i from 1 to N-1
offsetsl[i] += 2"(floor(log_2(offsetsi])));
/I keep track of min coefficient, too
if  (abs(datali]) < min) then { min = abs(datali]); minpos = i; }
/I New 1st coefficient is 0 - (old Oth coefficient).
/I If it's in the top N, make room for it in data and offsets arrays
if  (abs(data[0]) > min)
move offsets[1] through  offsets[minpos-1] one position rightward;
move data[l] through data[minpos-1] one position rightward;
offsets[1] = 1; data[l]] = 0 - data[0];
/I overall average is halved, reflecting the 0-padding.
data[0] >>= 2; // ie. data[0] = floor(data[0] ! 2);

loglen++; /I we doubled the size

Fig.5. Doublea Haarwaveletof  coefcients by zero-paddingn place,without decoding/recoding.
Theresultshouldhave coefcients; we dropthelowestof theseotherthanthe Oth coefcient,
which we always keepin position0 in the arrays.Note that canbe computedef ciently
via bit-shifting, andthatwe usethe oor of theaveragefor data[O]in integerwavelets[1].

At thetop of theaggrejationtree thistechniqueproducesawaveletthatlossily represents
the concatenatiorof all the readingsin the network, alongwith a large numberof padded
0's. Giventhecount andloglen variables,a PC at the root of the network candiscard
the extraneous0's, and performthe appropriatenormalizationto recreateboth the overall
average andsomevhat ner approximation®f the densitiesof values.

Notethatthe coefcients producedby the recursve applicationof the meme procedure
arenotthetop coefcients of a Haarwaveleton the full arrayof readingslin particular
the 'stcoefcient of onenetwork subtreewill bediscardedventhoughit maybemuch
largerthanthetop coefcients of anotheisubtreeTheeffectof suchanerrormaybespread
acrosshigherordercoefcients asfurthermemgeshappenWe areinvestigatingheuristicsfor
improving this situation,including probabilisticupdatingschemedgrom [20], rank-meging
techniquedasedn[5], andcoefcient con denceintervalsbasedn[7].



/I Double rl1 and r2, but bump r2 rightward by an extra factor of 2.
for i from 1 to N-1

r1.offsets]i] += 2°(floor(log_2(r1.offsets[i])));
r2.offsets]i] += 2"(floor(log_2(r2.offsets[i])) + 1)
/I merge rl's {offsets,data} pairs with r2's, sorted by offset
cursorl = 1; cursor2 = 1;
for k from 2 to (N*2) - 1
if (cursorl < N && rl.offsets[cursorl] <= r2.offsets[cursor2])
{ smaller = rl; curs = cursorl; }
else { smaller = r2; curs = cursor2; }
wtmp.offsets[k] = smaller.offsets[curs];
wtmp.data[k] = smaller.data[curs];
curs++;
/I Oth coefficient of wtmp is avg of old O0-coefs, 1st is diff
wtmp.offsets[0] = 0; wtmp.offsets[1] =1
wtmp.data[0] = floor((r1.data[0] + r2.data[0])/2);
wtmp.data[1] = rl.data0] - r2.data[0];
/I pack top N coefficients of wtmp into first N slots

/I of wtmp.data, update wtmp.offsets appropriately,
topN_coeffs(wtmp);

copy N wtmp.{data,offsets} into  rl.{data,offsets}
rl.count += r2.count; rl.loglen++;

Fig. 6. Giventwo Haarwaveletsrl andr2 of non-zerocoefcients, meigesthemwithout decod-
ing/recodingWe copy to atemporarywaveletwtmp of size  , butthislogic canalsobedonein place
by replacingthe mege stepwith a quicksortthatspansrl andr2 and coordinateshe dataand offset
arraysappropriately

5.1 MultiResolution Snapshots,Temporal Queries

In the spirit of imagecodingandonline aggregationin databasef9, 10], we might wantthe
answerto a snapshotjueryto improve with additionalroundsof communicationln order
to achieve this, we canaugmenthelogic above sothatat the lowestpointin thetreewhere
the memge function would have droppedcoefcients, it sendsthe secondhighestset of
coefcients on round 2. At the top of the tree, the secondround of coefcients needsto
be memgedinto the previous coefcients from right to left in orderto spreadthe updates
correctly This processanbe repeatedor additionalrounds.In this schemethelow valued
coefcients caneitherbe stored,or canbe recommunicate@nd recomputedrom the base
shapshoteadings Giventherelative costsof storageandcommunicatiorin modernsensor
networks, we expectto storethe coefcients —in practice,storagdimitationswill dictatea
boundon the numberof roundswe cansupport.

Multiresolutionsnapshotjueriesare complicatedvhenwe considerchangein thetime
dimension Online aggreationasdescribedn [9] is targetedat traditionaldatabasesyhere
snapshosemanticsare guaranteedia transactionamechanismsSinceonline aggreation
requiresnultiple roundsit is quitepossiblethatthe sensoreadingswill changebeforemuch
datacanbe propagatedo the output.

Continuousquerieswith time-varying resultsare supportedn TinyDB by buffering the
stateof aggregatesrom multiple epochswithin thenetwork, anddeliveringbetterestimations
for prior epochslongsidenew estimationg17]. However, thisincreaseshestorageoverhead
in the network by afactorof the depthof the network.

We areexploring ideasfor intelligently managinghe total storageacrossbothtime and
spaceThemix of multiresolutionresultsandtime-varyingdataraisesa numberof questions
with respecto boththeencodingwhich maybeanalogouso work onvideo),andto human-
computelissuesandperformancenetrics A driving questiorfor performancenetricsmaybe
to considerdifferentpossibleinterfacesfor usersto specifytheir desiresby xing resources
in oneor bothdimensionsOf coursejn principlethereis somepareto-optimaketof strate-
giesacrosghesedimensionsbut naive usersareunlikely to beableto reasorin thatfashion.



Onecanimaginefairly naturaltemporalcontrolslike “animationspeed”slidersandspatial
controlsin termsof visual selection,zoom, or foveation.Onecanalsoimaginethatthe de-
pendenyg acrosgimensionsouldbe demonstrateddy having adjustmentsn onedimension
bere ectedin thecontrolsof theotherdimensionWe hopeto exploretheseinter-disciplinary
issuedn futurework.

6 VehicleTracking

In this section,we provide a roughillustration of TinyDB's supportfor a vehicletracking
application,wherea x ed eld of nodesdetectshe magneticeld, sound,or vibrationof a
vehiclemaoving throughthem. We choosethe tracking applicationbecausét is a represen-
tative Collaboratve SignalProcessingCSP)applicationfor sensometworks andbecauset
demonstratetherelative easewith which suchapplicationscanbe expressedn TinyDB. As
will becomeclear, our focusto datehasnot beenon sophisticatedlgorithmsfor tracking,
but ratheron extendingour platform to work reasonablynaturally for collaboratie signal
processingpplications.

Target tracking via a wirelesssensometwork is a well-researchedarea[2]. Thereare
differentversionsof the trackingproblemwith varyingdegreesof compleities. For easeof
illustration,in ourdiscussiomwe only dealwith avery simpleversionof thetrackingproblem,
basedn thefollowing assumptionsindconstraints:

— Thereis only asingletargetto track.

— Thetamgetis detectedvhentherunningaverageof themagnetometesensoreadingsyo
over apre-de nedthreshold.

— Thetargetlocationat any pointin time is reportedasthe nodelocationwith the largest
runningaverageof the sensoreadingat thattime.

— Theapplicationexpectsto receve a time seriesof targetlocationsfrom the sensomet-
work onceatargetis detected.

We believe that more sophisticatedrersionsof tracking canalso be supportedn TinyDB,
using more sophisticatedsignal processindogic for dynamicthresholdadjustmentsignal
strengthbasedocalization,multiple targets,etc.

Therearesomeclearadvantages$o implementingrackingapplication®ntop of TinyDB.
First, TinyDB's genericquerylanguagds available asa resourceallowing applicationsto
mix and matchexisting spatial-temporahggrejatesand Iters in a query Applicationscan
also run multiple queriesin the sensometwork at the sametime, for example one track-
ing query and one network healthmonitoring query Second,TinyDB takes care of mary
of sensometwork systemsprogrammingissuessuchas multi-hop routing, coordinationof
nodesleepinggueryandeventdiseminationsetc. Third, by registeringtrackingsubroutines
asuserde ned aggreatesin TinyDB, they becomereusablein other TinyDB queriesin a
naturalway. Fourth,we areoptimisticthat TinyDB's queryoptimizationtechniqueg17] can
bene t trackingqueries.For example,eachnodecan“snoop” the messagefrom its neigh-
boringnodesandsuppresés outputif arny neighborhasdetected strongersensorsignal.

We will describebelon two implementation®f the trackingapplicationin TinyDB with
increasingevels of querycompleity for betterenegy ef ciency. We describetheseimple-
mentationsn TinyDB's SQL-like querylanguagé. In all the TinyDB SQL statements,
is a TinyDB attribute for the magnetometereading, is anattributethatreturnsthe cur-
renttimestampas an integer. We assumehe sensomodesare time synchronizedwithin 1

6 Someof thelanguagdeaturesusedin this sectionarenotavailablein TinyDB 1.0.



millisecondusing protocolslike [3]. is a TinyDB attribute for the uniqueidenti er
of eachnode.We assumehe tametis detectedvhenthe magnetometereadinggoesover

a constantvalue, threshold is for the 10-samplerunning averagefor

themagnetometereadings. is anothefTinyDB aggreyatethatreturnsthe
value of correspondingo the maximum value of . is

usedin ourimplementationso nd the with the largestaveragemagnetometeread-
ing. As mentionedabove, we usethis to representhe locationof our targetandassumehat
the basestatioris capableof mapping to somespatialcoordinate. is really a

placeholderthatcanbereplacedvith muchmoresophiscatedargetlocalizationaggrejates.
In bothimplementationsye needo apply to groupof valueswith thesamedimestamp.
Valuesaregroupedby to accomodateninor time variationsbhetweemodes.

6.1 The Naive Implementation

Figure7 shavstheTinyDB querieghatimplementourinitial trackingapplication.n thisim-

plementationeachsensomodesampleghe magnetometegvery 100 milisecondsandcom-
putesthe 10-sampleunningaverageof themagnetometeareadingslf therunningaverageof

magnetometereadingds over the detectionthreshold the currenttime, nodeidandaverage
valueof the magnetometeaireinsertednto the storagepoint -

Recallthat storagepointsin TinyDB provide temporaryin-network storagefor query
resultsandfacilitate applicationgo issuenestedgueries.The secondqueryin Figure7 is a
guerythatrunsoverthestoragepoint _ _ everyseconchndcomputeghetarget
locationsusingthe aggreate.

6.2 The Query-Handoff Implementation

Theproblemwith thenaiveimplementations thatall sensonodesnustcontinuouslysample
themagnetometesvery 100milliseconds andmagnetometenypically consumesubstantial
power per sample For example,the magnetometeon the Berkeley motesconsumed.5mw
of power per samplewhile the light sensoronly consume®.9mW per sample.Assuming
the sensomodesare spreadover a wide area,at every point in time, the targetcanonly be
detectedby a smallnumberof nodesThus,for alarge percentag®ef nodestheenepgy spent
samplingthe magnetometeis wasted.

Ideally, we would lik e to only startthe targettrackingqueryon anodewhenthetargetis
nearit andstopthe querywhenthe targetmovesaway. This meanghatwe needa TinyDB
eventto trigger the trackingquery The query-handdfimplementatiorthat we areaboutto
describeequiressomespecialstandalondardwaresuchasamotiondetectothatdetectghe
possiblepresencef thetarget,interruptsthe moteprocessqgrandpulls it out of sleepmode.

- is theTinyDB eventcorrespondingo this externalinterrupt.lt is unrealistic
to requirethis specialhardware be installedwith every node.However it might be feasible
to only install themon a smallnumbernodesnearthe possibleentry pointsfor the targetto
enterthesensoreld (e.g.endpointsof aline of sensorsalongaroad). Thesenodeswill be
woken up by the - eventandstartsamplingthe magnetometeto determine
the currenttargetlocations.At the sametime, they alsotry to predictthe possiblelocations
thetargetmaymoveto next via a customaggreyate _ andsignalaremoteevent

onnodesatthesdocationsto alertthemto startsamplingtheir magne-
tometersandtracklngthemcommgtarget Nodesthatrecevethe - event
will basicallydo the same.The TinyDB queriesfor this implementationis shavn in Fig-
ure 6.2. We call this the query-handdfimplementatiorbecausé¢he nodehandsthe tracking
gueriesoff from onesetof nodesto anothersetof nodesfollowing thetargetmovement.



Queryhandof is probablythe mostuniquequeryprocessindeaturerequiredby tracking
applicationsandonethatat rst we expectedto provide via low-level network routing in-
frastructureHowever, we werepleasedo realizethatevent-basedjueriesandstoragepoints
allow handof to beexpressedeasonablgimply atthe querylanguagdevel. Thisbodeswell
for prototypingotherapplication-speci ccommunicatiorpatternsassimplequeries An on-
going questionin suchwork will beto decidewhenthesepatternsare deservingof a more
efcient, low-level implementatiorinsideof TinyDB.

/I Create storage point holding 1
/I second worth of running average
/I of magnetometer readings with a
/I sample period of 100 miliseconds
/I and filter the running average with
/I the target detection threshold.
CREATE STORAGEPOINT running_avg_sp
SIZE 1s AS
(SELECT time,

nodeid,

winavg(10, 1, mag) AS avgmag
FROMsensors
GROUPBY nodeid
HAVING avgmag > threshold
SAMPLE PERIOD 100ms);

/I Query the storage point every second
/I to compute target location for

/I each timestamp.

SELECT time, max2(avgmag, nodeid)
FROMTrunning_avg_sp

GROUPBY time/10

SAMPLE PERIOD 1s;

Fig. 7. Naive Implementation

7 RelatedWork

/I Create an empty storage point
CREATE STORAGEPOINT running_avg_sp
SIZE 1s (time, nodeid, avgmag);

/I When the target is detected,
/I compute running average.
ON EVENT target_detected DO
SELECT time, nodeid, winavg(10,
INTO running_avg_sp

FROMsensors group by nodeid
HAVING avgmag > threshold
SAMPLE PERIOD 100ms

UNTIL avgmag <= threshold;

run query to

1, mag) AS avgmag

/I Query the storage point every

/I sec. to compute target location;
/I send result to base and signal

/I target_approaching to the possible
/I places the target may move next.
SELECT time, max2(avgmag, nodeid)
FROMrunning_avg_sp GROUPBY time/10
SAMPLE PERIOD 1s

OUTPUTACTION

SIGNAL EVENT target_approaching
WHERHocation IN

(SELECT next_location(time, nodeid, avgmag)
FROMrunning_avg_sp ONCE);

/I When target_approaching event is

/I signaled, start  sampling and

/I inserting results into the storage point.

ON EVENT target_approaching DO

SELECT time, nodeid,
INTO running_avg_sp
FROMsensors GROUPBY nodeid
HAVING avgmag > threshold
SAMPLE PERIOD 100ms

UNTIL avgmag <= threshold;

winavg(8, 1, mag) AS avgmag

Fig. 8. Handof Implementation

Several groupshave proposedhigh-level or declaratve interfacesfor sensometworks [24,
17, 13]. Therehasalsobeensomework on aggreyation-like operationsn sensometworks,
suchas|[25, 12, 8]. Neitherof thesebodiesof work speci cally addresseary of the more
sophisticatedypesof agggreatesr querieswe discussn this paper

Building contourmapsis a frequentlymentionedargetapplicationfor sensometworks;
see,for example,[4], though,to our knowledge,no one haspreviously describeda viable
algorithmfor constructingsuchmapsusingsensometworks. Thereis a large body of work
on building contourmapsin the image processingand segmentationliterature— see[19]
for anexcellentoverview of the stateof theartin imageprocessingThesecomputervision
algorithmsaresubtantiallymoresophisticatedhanthosepresentedhere, but assume global

view wherethe entireimageis athand.



Waveletshave myriad applicationsin datacompressiorand analysis;a practicalintro-
ductionis givenin [23]. Wavelet histogramshave beenproposedor summarizingdatabase
tablesin a numberof publicationse.g.[20, 7]. In the sensometwork environment,arecent
shortpositionpaperproposedisingwaveletsfor in-network storageandsummarizatiorj6].
This work is relatedto oursin spirit, but differentin focusat both the systemarchitecture
andcodinglevel. It sketchesa routing-level approactfor relatively power-rich devices,fo-
cusedon encodingregularly-gridded spatialwaveletsover timeseriesBy contrastwe focus
on highly-constrainedlevices,andintegratewith the multi-purposerinyDB queryexecution
framework. We alsoprovide ef cient algorithmsfor hierarchicallyencodingHaarwavelets,
with afocusonwavelethistograms.

The queryhandof implementatiorfor the trackingapplicationin Section6 is basedon
the single-tagettrackingproblemdiscussedn [2]. Thetrackingalgorithmsdescribedn [2]
is implementedon top of UW-API [21] whichis a location-centricAPI for developingcol-
laboratie signal processingapplicationsin sensometworks. UW-API is implementedon
top of DirectedDiffusion[13] focusingon routing of dataand operationdasedon dynam-
ically createdgeographicategions. While TinyDB can shield applicationdevelopersfrom
the complexities of usingsucha lower level API, it canpotentiallyleveragethis work to do
location-basedventandquerydisemination.

Our useof event-basedjueriesto implementquery handof resembles content-based
routingschemen someways,notdissimilarto the basicideasof DirectedDiffusion[13]. Of
coursethe two schemesepresentifferentdesignpoints: TinyDB is a relatively high-level
systemintendedto shield applicationwriters from network considerationsyhile Directed
Diffusionis alowerlevel multi-hoprouting schemehatexposescontent-basedbuting poli-
ciesto usersThesedistinctionsof "high-level” and’low-level” canbecomeblurry, however,
asillustratedby therouting-like handof in TinyDB, andthequery-like aggregyationexamples
from DirectedDiffusion. Thereareclearly openquestiongegardingpossiblesynegiesand
tradeofs betweerthetwo approachem differentsettingsthesemeritfurtherinvestigation.

8 Future Work and Conclusions

Many potentialusersof sensomnetworksarenot computerscientistsin orderfor theseusers
to develop new applicationson sensornetworks, high-level languagesand corresponding
executionervironmentsare desirable We areoptimisticthata query-base@pproactcanbe
agoodgeneral-purposplatformfor applicationdevelopment.

The work describedhereattemptsto justify this optimismwith somenon-trivial appli-
cationsoutsidethe realmof traditional SQL queries.In additionto pursuingthe work here
further, we alsohopeto continuethis thrustby collaboratingwith domainexpertsin the de-
velopmenof new applicationsthisincludesbothapplicationexpertsoutsidecomputing and
expertsin otheraspect®f computingincluding collaboratie signalprocessingndrobotics.
Ourintentis for TinyDB to sene asaninfrastructurghatallows theseexpertsto focusonis-
sueswithin their expertise Jeaving problemsof datacollectionandmovementin thehandsof
TinyDB's adaptve queryengine As with traditionaldatabasesystemswe do not necessarily
expecta TinyDB-basedmplementatiorto alwaysbe asef cient asahand-codedmplemen-
tation, but we hopethe easeof useandadditionalfunctionality of TinyDB will justify any
modestperformanceverheads.
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